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Relational Databases
This chapter introduces relational databases and the concepts underlying them. What is a
database, a database server, a database client, a table, a row, a column? How do we map
problems to these things, and why? What is a join, a query, a transaction? Skim this chapter if
you know these fundamentals; if not, take your time to make sure that you grasp this material
before venturing further. We need the concepts and the terminology.

What is a database?
Databases are lists of lists. Even if you think you've never designed a database in your life, you
already have hundreds of them: lists of people and their addresses and phone numbers, of
favourite web addresses, of your insured items and insurance policies, of what to do tomorrow,
of bills to pay, of books to read.
As any obsessive can tell you, the art of listmaking needs serious
If you come to this chapter in
contemplation. Not just any fact makes it into your lists. What is
a huge hurry to start your
worth writing down, and what is ephemeral? Will you record the
project, then while reading
here, start with Step 1 at
current temperature and humidity in every diary entry, or instead
http://www.artfulsoftware.
focus on your problems, eliminating extraneous detail? Does it
matter that a butterfly flapped her wings in Bangkok a week before com/dbdesignbasics.html
your spouse decided to marry you, or leave you?
In designing databases, these are the questions you confront. What lists do you need? What
levels of importance do they hold? How much do you need to know to survive, or how little can
you live with?
Since we humans began writing on tablets, we have been storing information. You could say that
the collection of printed books in the world is a database of sorts—a collection of information,
but a seriously stupid one, since you cannot ask a book to find all occurrences of a word like
"love" in its own text. Even if the book has an index, how confident are we that it is complete?
The art of database design lies in elegant storage of information. To get maximum value from
your lists of lists, you must be clever, and on occasion devious. For such talents, we turn to
mathematicians.

A database is a set of sets
A list represents a collection. Collections are sets. A database is a set of sets.
Consider the set of blue things—blue skies, blues music, blue jays, bachelors buttons, blue jeans,
blue movies.
Consider the set of vehicles—automobiles, trucks, forklifts, bicycles, golf carts.
Consider a more abstract set, the set of shapes—circles, triangles, rectangles, pentangles, ellipses,
trapezoids. Each member of this set is precisely defined. A triangle consists of the straight lines
connecting three points in space that are not in a straight line.
Now consider (Fig 1) three sets at once—men, crooks and politicians—and their areas of
intersection.
Suppose you've just been hired as custodian of certain demographic data on the people of your
town, and you have been told that the focus will be, for some reason, on which people are men,
crooks and/or politicians. Your boss has made it clear that she expects you to record all instances
of these three properties in all people for whom she will send data to you, and she further expects
What is a database?
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you to produce, at a moment's notice, a completely accurate list of people having all, some or
none of the three attributes you will be tracking.
Well, some men are neither crooks nor politicians, some male crooks are not politicians, some
politicians are neither crooks nor males, and so on for a total of seven subsets corresponding to
the seven different shaded areas in Fig 1. And Fig 1 represents a set you may not have noticed yet:
the white space around the shapes, representing the set of all things that are neither town man
nor crook nor politician. That set is empty with respect to those three set attributes. A null set.
Yes, you could argue that the white space represents, not a null set, but actually a set of more
than 6 billion people -- all folks in the world who are not men and not crooks and not politicians
in your town. But that would ignore perspective and context. If every database model had to
account for all possible members in the universe of each of its sets, we could never finish our first
database job. Indeed we will expand some of the
coloured sets and subsets, but having done so, we
will still have that white space representing
everything that belongs to none of our categories.
All in all, then, Fig. 1 specifies eight sets, for seven of
which you might have to deliver membership
lists. You have seven lists to maintain, somehow.
Are you going to keep seven different lists in seven
different files, one labelled 'men', another labelled
'crooks', one called 'crooked men' and so on? Then
every time your boss sends you data on someone
new, or asks you to delete someone who's moved
away, you will find and update the appropriate list
or lists? Each deletion will require that you read up
to eight lists, and so will each addition (to make sure
that the person you are adding is not already filed or
misfiled on a list).
You could do it that way, yes. Could we call this a
neanderthal database? Tomorrow, when your boss gives you three more attributes to track, say,
'owns property' and 'possesses a firearm' and 'finished high school', you will have a lot more
than twice as much work to do. With three attributes, a person can be on one of 23-1=7 lists.
With six attributes, you have to maintain 26-1=63 lists. Doubling the number of attributes grew
your workload ninefold, and it's only day two. You're in trouble.
Then you wake up: suppose you make just one list, and define each of these attributes—men,
crooks, politicians, property owners, gun owners, high school graduates, whatever else is
specified—as an item that can be filled in, yes-or-no, for each person?
That is the idea of a record or row. It contains exactly one cell for each attribute. A collection of
such rows is a perfectly rectangular table. In such a table, we refer to each attribute as a column.
A node where a row and column intersect is a cell containing a value for the corresponding row
and column.
Rows and columns. In terms of sets, what have we done? We noticed that membership in any
one of our sets is more or less logically independent of membership in any other set, and we
devised a simple structure, a table, which maps set memberships to columns. Now we can record
all possible combinations of membership in these sets for any number of persons, with a
minimum of effort.
With this concept, you winnow your cumbersome 63 lists down to just one.
After you solve one small problem, and one larger problem.
Page 2
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The small problem is that, supposing we have a table, a collection of rows with data in them, we
have not yet figured out a method for identifying specific rows, for distinguishing one row from
another.
There seems to be a simple method at hand: add a column called name, so every row contains a
person's name. The name cell in identifies each row, and the list of values in the column delivers
a list of all recorded names.
Fine, but what if we have three John Smiths? Indeed, and again there is a simple answer. Add
one more column, person_id, and assume, for now, a method of assigning, to each row, a
unique number that is a person_id value. Each John Smith will then have his own
person_id, so we can have as many John Smiths as we like without mixing up their data. So
much for the smaller problem.
The larger problem is, how do we get information into this table, and retrieve information from
it? In a real way, that is the subject of this book for the case where our array of rows and columns
is a MySQL table. Suppose though, for now, a generalised mechanism that converts our table
design to a data storage process, how do we instruct the mechanism to put rows of data into the
table, and to retrieve rows, or summaries of rows, from it? How do you tell it to store
( 'Smith, John', male, crook, non-politician, owns property,
owns gun, graduated high school )
in one row? And after you have stored many such rows, how do you ask it to list all the crooked
male politicians with firearms?
In database lingo, such requests are called queries. We can call our system a database
management system (DBMS) only if it supports these two functionalities:
1. creation and maintenance of tables as we have defined them, and
2. queries that update or retrieve information in the tables
Obviously if humans are going to use such a system, then table creation, table maintenance and
queries need language interfaces. A language for table creation and maintenance is called a Data
Definition Language or DDL, and a query language is called a Data Manipulation Language.
For the moment, assume we have one of each.
With slight touchups, and ignoring for the moment the different kinds of data that will reside in
each cell, our table, so far, has these columns:
person_id
name
gender
crook
politician
owns_property
has_firearm
hs_diploma

Let us call it the persons table. If the 63 separate lists constituted a neanderthal database, what
is our table? We could give it the name JPLDIS, or dBASE II, or Paradox, or many another
1970s-1980s system that implemented simple tables with a simple DDL and DML. Clearly it fits
our definition of a database as a set of sets.

But a real database is a set of sets of sets
Next day your boss greets you with more unwelcome news: you will need to store people's
addresses, and a bunch of sub-attributes for politicians. Initial requests are:
• holds an electoral office of some sort, or
• running for electoral office, and
• belongs to a recognised political party,
What is a database?
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• date of entry into politics
• amount of political pork available to the politician for redistribution
and there will be more to come. In the course of this conversation it may dawn on you that you
will soon be getting similar requests about other columns–property ownership, or some as-yetundreamt attribute. Your success is about to burden you with an unmanageable explosion of
more lists.
What to do? Are we to add columns for elected, running, party, entry date and
pork dollars to the persons table? If so, what would we put in those cells for persons who are
not politicians? Then ask yourself what the persons table will look like when you have done this
over and over again for more persons attributes.
These questions are about what is called, in database theory, normalisation, which is, roughly,
exporting sets of columns to other tables in order to minimise data redundancy. You are going to
have to make a new persons table for personal info, and a politicians table that lists the
political attributes your boss wishes to track. All references to politicians in the persons table
will disappear. Eh? Here is how. One row in the new politicians table is named, say,
pol_person_id. A person who is a politician gets a row in the politicians table, and the
pol_person_id cell in that row contains that person's person_id from the persons table.
And what can we do with these relational databases, these sets of sets of sets?

Some basic facts about sets
A set is a collection of similar or related "things". The basics of the modern notion of a set come
from a paper by Bernard Bolzano in 1847, who defined a set as
an embodiment of the idea or concept which we conceive when we regard the
arrangement of its parts as a matter of indifference.
The mathematics of sets began in 1874 with Georg Cantor, who was trying to solve some
mathematicial problems concerning infinity. We will not dive into Cantor's theory. We just want
to indicate where relational database theory came from, and list terms that will come up.
A set has zero or more members. If it has zero
members, it is a null set, otherwise we can form a set of
fewer than all members of the set, which is a subset.
Given two sets A and B, their intersection is defined by
the members that belong to both. In Fig 2, M&P, C&P,
C&M and C&M&P are intersection sets.
A set that has fewer than an infinite number of
members is a finite set. Obviously, all databases are
instances of finite sets.
If the set of members common to A and B is the null set,
A and B are disjoint sets. For example, in Fig 2, no
politician is a cat, and no cat is a politician.
Politicians and Cats are disjoint.
Given two sets A and B, the members that belong to A
and/or B constitute the union of A and B—in Fig 2, MP-C + C-M-P + M&C.
The intersection of A and B is always a subset of the
union of A and B.
A relation R is commutative if a R b = b R a.
Page 4
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Intersection and union are commutative.
Given two sets A and B, the difference set A-B is the set of elements of A that do not belong to B.
If B is a subset of A, A-B is called the complement of B in A.
A set has a relation R if, for each pair of elements (x,y) in A, xRy is true.
A relation R can have these properties:
• reflexiveness: for any element x of A, xRx
• symmetry: for any x and y in A, if xRy then yRx.
• transitiveness: for any x, y and z in A, if xRy and yRz then xRz.
• equivalence: a relation has equivalence if it is reflexive, symmetric and transitive.
If equivalence makes your eyes glaze over, don't worry. It will come clear when you need it.

Operations on sets
The most basic set operation is membership: (member) x is in (set) A.
Obviously, to speak of adding sets can be misleading if the sets have members in common, and if
you expect set addition to work like numeric addition. So instead, we speak of union. In Fig 2,
the union of men and crooks comprises the men who are not crooks, the crooks who are not men,
and those who are both.
For similar reasons it is chancy to try to map subtraction to sets. Instead, we speak of the
difference set A-B, the set of As that are not Bs.
To speak of multiplying sets can also be misleading, so instead we speak of intersection.
And with sets, division is a matter of partitioning into subsets.

Sets, tables, relations and databases
As we saw, a table is just an arrangement of data into rows (also called tuples, or records) and
columns (also called attributes). It is a set of rows whose data is partitioned into columns.
Relational database programmers, designers and managers everywhere refer to these structures
as tables, but the usage is inexact—RDBMSs actually have relations, not tables.
What is the difference? Crucial question. A relation is a table that meets these three criteria:
1. Each row is unique.
2. Each row has exactly the same number of cells (the table is not ragged).
3. The data in each cell matches the data type (domain) defined for its column in the
relation scheme of the database.
The first two are elementary. The third is a guarantee that there is a mapping from every cell in
every table in the database to a data type, i.e. a domain, that has been defined generally or
specifically for the database. Obviously, then, RDBMS tables are relations in definite ways that
spreadsheet tables are not.
Having said that, we are going to follow the very common usage of referring to relations as
tables. Be warned, though, that if you ever have the opportunity to discuss RDBMS issues with
Chris Date, you'll be well advised to switch to correct usage.
We have just dipped our toes, ever so gingerly, into relational algebra, which mathematically
defines database relations and the eight operations that can be executed on them—partition,
restriction, projection, product, union, intersection, difference, and division. Each relational
operation produces a new relation (table). In Chapters 6 and 9, we will see how to perform these
operations using the MySQL variant of the SQL language. Before doing that, we need to set down
exactly what relational databases are, how they work, and how the MySQL RDBMS works. That
Some basic facts about sets
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is the task of the rest of this chapter, and of chapters 3, 4, 7, and 8. We pick up the thread again,
now, with the computer scientist who discovered—or if you prefer, invented—the relational
database.

Introducing Dr. E. F. Codd
Dr. Edgar Frank Codd invented the relational database while working for IBM in 1970 1. Four
years later, IBM began implementing some of Codd's ideas in a project called System R and a
language they called SEQUEL ("Structured English Query Language"). In the next few years they
rewrote the system and language for multiple tables and users, and for legal reasons abbreviated
the language's name to SQL. Testing at customer sites began in 1978. IBM's first SQL products
appeared in the 1980s, and relational database products from other vendors soon followed. In
the mid-1980s Dr Codd published a two-part article2 listing three axioms and twelve rules for
determining whether a DBMS is relational. At the time, no commercial database system satisfied
all 12 requirements. Now we are in a new century and a new millennium. Still there is not a
single relational database management system that fully supports all 12 of Codd’s rules.
Codd’s theory of databases is a bit like the Law of Ideal Gases. No gas in the universe obeys the
law perfectly, yet every gas is subject to it. No RDBMS in the world perfectly obeys Codd, yet not
one of them can wriggle free from the impact of Codd’s laws.
Relational theory says how to organise information whilst hiding where it is and how to retrieve
it. RDBMSs specify the wheres and hows. Basically, the bits of Codd that you need to know in
order to design good databases are the three axioms and twelve rules, and how to normalise a
database.

Codd's three axioms and 12 rules
Axiom 1: All stored values shall be atomic
To understand atomic values, consider their opposites. Suppose we have a column called
children in an employees table. If we store all names of an employee's children in this single
column—'Rachel, Daniel,Jimi,Dylan,Jacqueline,Ornette'—the column is not
atomic. Relational databases exist to store data such that simple query expressions can retrieve
it. If one table cell can contain any number of names, you have to write complex code to retrieve
one of them. In this example, the correct approach is to create a children table, and there add
a row for each child of each employee.

Axiom 2: All elements in a relation are unique
A relation differs from a table in three ways, one of which is that each row must be unique. Some
attribute must distinguish one from another, otherwise the new row cannot be added to the set.
In the terminology of relational databases, the attribute that uniquely distinguishes one row
from any other row is called the Primary Key.(PK).
This rule imposes a little labour upon the application developer in the short term, but it saves
much more development and maintainance labour, not to mention user labour, in the medium
and long term.
Consider a table of Countries. What sense would it make to have two table entries named
"Croatia"? Descending one geographic level, no two states or provinces of a single country may
have the same name either. Descending one more level, no two cities in a single state of a single
country may share a name.
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In a classic logical falure, developers of one application discovered that their database contained
19 different spellings of the city called Boston! In the real world, if it can go wrong, it will.

Axiom 3: No extra constructs
For any system that is claimed to be a relational database management system, that system must
be able to manage data entirely through its relational capabilities.
No extra constructs are required. No black magic is permitted. Everything must be transparent.
Codd proved that a system following these three axioms has to obey the following twelve rules.

Rule 1: The information rule
All information in a relational database is represented explicitly at the logical level in exactly one
way: by atomic values in tables.
The rule sharply distinguishes the logical level from the actual implementation method. The user
of a database need be no more concerned with how the RDBMS is implemented than the driver
of a car need be concerned with how the car engine is made, so the user of an RDBMS can treat
the database's sets as Bolzano stipulated. You concern yourself solely with the database logic.
Rule 8 takes this concept a little further.

Rule 2: Guaranteed access
Each and every datum, or atomic value, in a relational database is guaranteed to be logically
accessible by resorting to a table name, a primary key value and a column name.
Since every row in a table is distinct, the system must guarantee that every row may be accessed
by means of its unique identifier (primary key). For example, given a table called customers
with a unique identifier CustomerID, you must be able to view all the data concerning any given
customer solely by referencing its CustomerID.

Rule 3: Systematic treatment of null values
Missing values are represented as NULL values, which are distinct from empty character strings
or a string of blank characters, also distinct from zero or any other number. NULLs are required
for consistent representation of missing data.
Suppose you have a customer whose surname is Smith, whose given name is Beverly, and
whose gender is unknown. You cannot infer this customer's gender based on this information
alone. Beverly is both a male and a female given name. In the absence of other data, you must
leave the Gender column blank or NULL.
Take another case, a table called employees, with a column called departmentID. A new hire
may not yet have been assigned to a department, in which case you cannot fill in this column.
Rule 3 says that no matter what kind of data is stored in a given column, in the absence of valid
data the system should store the value NULL. It doesn't matter whether the column houses text,
numeric or Boolean data - the absence of data is represented by the value NULL.
This turns out to be quite useful. The value NULL indicates only that the value of that cell is
unknown.

Rule 4: The database catalog must be relational too
The database description is represented at the logical level as ordinary data, so authorized users
can apply the same relational language to its interrogation as they apply to regular data.

Some basic facts about sets
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That is, you must be able to inquire about a database's metadata using the same language that
you use to inquire about the actual data. What tables are available? What columns do they
contain?
This rule is a corollary of Axiom 2: no black boxes are permitted. The method of interrogating
the structure of the data must be identical to the method of interrogating the data itself.

Rule 5: Implement a comprehensive data sublanguage
A relational system may support several languages and various modes of terminal use (for
example, the fill-in-the-blanks mode). However, there must be at least one language whose
statements are expressible as character strings using some well-defined syntax, supporting all of
the following:
• data definition;
• view definition;
• data manipulation (interactive and by program);
• integrity constraints; and
• transaction boundaries (begin, commit, and rollback).
The universal language for such expressions is Structured Query Language or SQL. It is not the
only possible language. In fact SQL has well-known problems which we explore later.

Rule 6: Data views must be updatable
A view is a specification of rows and columns of data from one or more tables. All views that are
theoretically updatable, like this one,
DELETE
FROM invoices, customers
WHERE invoices.CustomerID = <some value>;
should be updatable by the system.

Rule 7: High-level Insert, Update, and Delete
The system must support not only set-at-a-time SELECT, but set-at-a-time INSERT, UPDATE, and
DELETE on both base and derived tables.
A base relation is simply a table which physically exists in the database. A derived relation may
be a view, or a table with one or more calculated columns. In either case, a fully relational system
must be able to insert, update and delete base and derived tables with the same commands.

Rule 8: Physical data independence
Application programs and terminal activities remain logically unimpaired whenever any changes
are made in either storage representation or access methods.
That is, specific facts about the actual layout of data must be irrelevant from the viewpoint of the
query language. Changing the column order or more radically, the way a relation is stored,
should not adversely affect the application or any existing query.
In a world dominated by relational databases, this rule may seem so obvious that you might
wonder how it could be any other way. But there were databases long before Dr. Codd issued his
rules, and these older database models required explicit and intimate knowledge of how data was
stored. You could not change anything about the storage method without seriously
compromising or breaking any existing applications. This explains why it has taken so long,
traditionally, to perform even the simplest modifications to legacy mainframe systems.
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Stating this rule a little more concretely, imagine a customers table whose first three columns
are customerID, companyname and streetaddress. This query would retrieve all three
columns:
SELECT customerID, companyname, streetaddress
FROM customers;

Rule 8 says that you must be able to restructure the table, inserting columns between these
three, or rearranging their order, without causing the SELECT to fail.

Rule 9: Logical data independence
Application programs and terminal activities (i.e. interactive queries) remain logically
unimpaired when information-preserving changes of any kind are made to the base tables.
In other words, if I am in the act of inserting a new row to a table, you must be able to execute
any valid query at the same time, without having to wait until my changes are complete.

Rule 10: Integrity independence
Integrity constraints specific to a particular relational database must be definable in the
relational data sublanguage and storable in the catalog, rather than in application programs.
The following two integrity constraints must be supported:
•
•

Entity integrity: No component of a primary key is allowed to have a null value.
Referential integrity: For each distinct non-null foreign key value in a relational
database, there must exist a matching primary key value from the same domain.
There has been much contention and misunderstanding about the meaning of Rule 10. Some
systems allow the first integrity constraint to be broken. Other systems interpret the second
constraint to mean that no foreign keys may have a null value. In other cases, some application
programmers violate the second constraint using deception: they add a zeroth row to the foreign
table, whose purpose is to indicate missing data. We think this approach is very wrong because it
distorts the meaning of data.

Rule 11: Distribution independence
A relational DBMS has distribution independence. Distribution independence implies that users
should not have to be aware of whether a database is distributed.
To test this, begin with an undistributed database, then create some queries. Distribute the
database (i.e., place one table on server A and a second table on server B), then re-issue the
queries. They should continue to operate as expected.

Rule 12: Nonsubversion
If a relational system has a low-level (single-record-at-a-time) language (i.e. ADO, DAO, Java,
C), that low-level language cannot be used to subvert or bypass the integrity rules or constraints
expressed in the higher-level (multiple-records-at-a-time) relational language.
To put this rule simply: back doors are forbidden. If a constraint has any power at all, it must
apply entirely, no exceptions.

MySQL and Codd's rules
How well does MySQL implement Codd's axioms and rules?
Atomicity (Axiom 1): MySQL implements a column type, SET, for storage of multiple values in
single data cells, and which thus violates atomicity.
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Row uniqueness (Axiom 2): Like most RDBMSs, MySQL provides proper primary keys, yet
permits tables that don’t have them.
No back doors (Axiom 3, Rules 4 and 12): Since version 5.0.3, MySQL implements much
of the current SQL INFORMATION SCHEMA standard for database metadata. There remain the
previous backdoors for this functionality, in the form of custom commands (like SHOW) and
utilities, but they are now necessary only for backward compatibility.
Information rule (Rules 1 and 2): All MySQL database data is available at the logical level
as values in tables, and it is always possible, though as noted above not necessary, to enforce row
uniqueness on any table.
NULLs (Rule 3): NULL in MySQL means data is missing, and unlike Microsoft SQL and Oracle,
MySQL provides no backdoor escape from this treatment of NULLs.
Data language (Rule 5): The MySQL variant of SQL is comprehensive though it does not
completely implement the current SQL specification.
Updateable views (Rules 6, 7): These are available since version 5.0.1.
Physical data independence (Rule 8): The current MySQL version provides some data
storage engines which meet this requirement, and some which do not.
Logical data independence (Rule 9): In MySQL, different storage engines accept different
commands. It may be impossible for any system to strictly obey Rule 9.
Integrity independence (Rule 10): MySQL's primary and foreign keys meet Codd's criteria,
but it remains possible to create tables which bypass both requirements, and the MySQL 5
implementation of Triggers remains incomplete.
Distribution independence (Rule 11): Version 5.0.3 introduced storage engines which
violate this requirement.
Would such a report card for other major RDBMSs be better or worse than the above? On the
whole we think not. Like other major systems, MySQL supports most of Codd's rules.

Codd's 333 Rules
Over two decades, Dr. Codd refined and embellished the 12 rules into an imposing collection of
333 rules. Even a brief discussion of all of them would fill a book by itself. For those interested,
we suggest that you go to the source3, a gold mine of provocative thought.

Practical database design rules
Allowing for small departures from Codd conformance, your MySQL database will work better if
you follow Codd's rules, and if you honour four practical rules of thumb that derive from Codd's
rules: don’t let the outside world set your primary keys, resist NULLs, keep storage of derived
values to a minimum, and don’t use zero-value keys.

1. All Primary Keys shall be meaningless outside the database
Parking management clerks at a major US movie studio like to track regular parkers by Social
Security Number (SSN). The project manager wants us to use the SSN as a primary key, but
some employees provide incorrect SSNs, and some seem to have no SSN. "I know", says the chief
clerk, "when that happens, we just make up a new one, so you have to let us enter letters as well
as digits in the SSN." To use SSN as a PK, they must invent SSNs. So much for primary keys
representing the real world!
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This is the core of the argument for surrogate keys (Appendix A). The simplest and safest way to
protect PKs from real world errors is to make them AUTO_INCREMENT (Chapters 4, 6). Each new
table row gets a new unique value automatically, with no intervention by you. Here, lazy is smart.
Resist every temptation to embed meaning in primary keys.
In a t-shirt company, the first letter of a t-shirt code denotes its quality; the second denotes its
color; the third letter denotes its size. All the users know these codes by rote.
Why not use these codes as the Primary Key for the t-shirt table? Let us count the reasons:
1. A real-world coding, as opposed to a purely logical one, will inevitably require
adjustment. Keys derived from the coding will then have to be modified. Primary keys
should never have to be edited.
2. Coding multiple attributes into one column violates Axiom 1 (atomicity).
3. An integer of a given length permits more unique values than a character string
occupying the same number of bytes.
4. Searches on subsets are difficult: how will you list the white t-shirts, or all the colors and
qualities available in extra-large?
5. At almost every turn, you encounter new problems, all created by the attempt to impose
meaning on primary keys.
Data modellers object that an externally meaningless PK models nothing in the real world
outside the database. Exactly! A PK models the uniqueness of a row, and nothing more. To the
extent that you permit the external world to directly determine PK value, you permit external
world errors to compromise your database.

2. Doubt NULLs
Seriously question any column that permits nulls. If you can tolerate the absence of data, why
bother storing its presence? If its absence is permitted, it is clearly unessential.
This is not to say that columns that allow nulls are unacceptable, but rather to point out their
expense. For any table that presents a mix of not-null and null columns, consider splitting it into
two tables, not-nulls in the critical table, nulls in the associated table.

3. Do not store values that can be derived
To put it another way, wherever there is duplication, there is the opportunity for skew. Run
report A and it states Reality R. Run report B and it states Reality S. If inventory reports 71 units,
but stock purchases minus sales equals 67, which result is to be believed? Wherever feasible,
calculate and derive such quantities on the fly. In cases where users cannot or will not tolerate
waiting for derivation to complete, for example in databases optimised for reports (OLAP) rather
than updates (OLTP), we suggest that you provide a datetime tag for display alongside the stored
result.

4. Never succumb to the zeroth row
The Zeroth Row is a method of dealing with unknown parent column values. The argument goes
like this: suppose you hire a new employee, but it is unclear which department she will work
in. We want the best of both worlds:
• employees.departmentID and employees.title are NOT NULL.
• We don't currently know values for this employee.
The solution known as the Zeroth Row is to add a row to the appropriate foreign key tables
whose textual value is "Undefined" or something similar. The reason it is called the zeroth row is
that typically it is implemented in a tricky way. This row is assigned the PK zero, but the PK
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column is AUTO_INCREMENT. Typically, the front end to such a system presents the zeroth row as
the default value for the relevant picklists.
This violation is not occasional. It is often the considered response of experienced people.
Those who take this approach typically argue that it simplifies their queries. It does no such
thing. It complicates almost every operation that you can perform upon a table, because 99% of
the time your application must pretend this row doesn't exist.
Almost every SELECT statement will require modification. Suddenly you need special logic to
handle these particular "special" non-existent rows. You can never permit the deletion of any row
whose PK is zero. And finally, this solution is based on a misunderstanding of basic relational
principles.
Every instant convenience has an unexpected cost. Never add meaningless rows to foreign tables.
Nulls are NULL for a reason.

Other dimensions
Dr. Codd gave us a revolution, but over the years it has become apparent that some problems are
not easy to model in relational databases. Two examples are geography and time. Tables have
rows and columns, but neither depth nor time.
For geography, MySQL 5 implements a subset of the OpenGIS specification (see Appendix A and
Chapter 4); apart from covering that, we leave geographic data modelling to specialists. Change
tracking, though, is a universal problem we cannot leave to others. It has motivated development
of post-relational and object-relational databases. Unless you instruct an RDBMS otherwise, it
implements amnesia, since updates destroy previous data. That's fine if you just want to know
how many frammelgrommets you have on hand right now, but what if you want to know how
many you had yesterday, or last month, or last year same day?
Accountants know the problem of change tracking as the problem of the audit trail. You can
implement audit trails in relational databases, but it is by no means easy to do it efficiently with
your own code. Some database vendors provide automated audit trails–all you have to do is turn
the feature on, at the desired level of granularity. Like many RDBMSs, however, MySQL 5 does
not offer this feature. The MySQL 5 implementation of stored procedures and views permits you
to port change tracking functionality from client applications into your database. If just a few of
your tables need detailed change tracking and are not too large, you may be able to get by with
having your update procedures copy timestamped row contents into audit tables before changes
are written. If the inefficiences of this brute force approach are unacceptable, change tracking
(page 18) will have to be a central feature of your database design.

Normalisation and the Normal Forms
A database server serves data to clients as efficiently as possible from one or more computers.
Normalisation is the process of progressively removing data redundancies from the tables of a
database such that this efficiency is maximal.
The smaller the table, the faster the search. Store only information that you actually need. In
some applications, your client's weight may matter. In most it won't.
In addition, you want to eliminate duplicated information. In an ideal design, each unique piece
of information is stored precisely once. In theory, that will provide the most efficient and fastest
possible performance. Call this the "Never type anything twice" rule.
A table which models a set is normalised if it records only facts which are attributes of the set.
A set of tables is normalised if each fact they record is in one place at one time.
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For example, in a table called customers, you might have several columns for the customer
address: StreetAddress, CityID, StateID and CountryID. But what if the customer has
several addresses, one for billing, another for shipping, and so on? We have two choices. The
wrong choice (as we saw in our first approach to a persons table) is to add columns to the
customers table for each kind of address. The right choice is to admit that an address is a
different sort of object than a customer. Therefore we export address columns from customers
to a new addresses table, and perhaps an associated table called addresstypes.
In formal database language, there are five main normal forms (and many others, as you might
expect). Many database designers stop when they have achieved Third Normal Form (3NF),
although this is often insufficient.
EF Codd and his colleague CJ Date vigorously disagree, but the normal forms are guidelines, not
rules whose violation must cause calamity. Occasionally, it becomes necessary to disregard the
rules to meet practical organisational requirements. Sometimes it's a question of supported
syntax. Sometimes it's a question of pure, raw performance.
Table 1-1: Normal Forms
Form

Definition

1NF
2NF
3NF
BCNF
4NF
5NF

unordered table of unordered atomic column values with no repeat rows
1NF + all non-key column values are uniquely determined by the primary key
2NF + all non-key column values are mutually independent
Boyce-Codd: 3NF + every determinant is a candidate key
BCNF + at most one multivalued dependency
4NF + no cyclic ("join") dependencies

Our rule of thumb is this: When you stray from the rules, you'd better have solid reasons and
solid benchmarks.
That said, let's explore the main normal forms. Each successive form builds on the rules of the
previous form. If a design satisfies normal form i, it satisfies normal form i-1.

First Normal Form (1NF)
First normal form (1NF) requires that the table conform to Axioms 1 and 2:
1. Every cell in every row contains atomic values.
2. No row is identical with any other row in the table.

Second normal form (2NF)
The formal definition of 2NF is 1NF and all non-key columns are fully functionally dependent on
the primary key. This means: remove every non-key column which does not have exactly one
value for a given value of the primary key.
Remove to where? To other tables. For any 2NF table, you must create separate 1NF tables for
each group of related data, and to make those new 1NF tables 2NF, you have to do the same
thing, and so on till you run out of attributes that do not depend on their primary keys.
Let's apply this to a common, non-trivial example. Consider an invoice, a document with
•
•
•
•

an invoice number,
the customer's name and address,
the "ship to" address if different,
a grid holding the invoice product and cost details (product numbers, descriptions,
prices, discounts if any, extended amount)
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• a subtotal of the extended amounts from the grid
• a list and sum of various taxes
• shipping charges if applicable
• the final total
• list of payments
• sublist of payment methods (credit card details, cheque number, amount paid)
• net amount due
Apart from normalisation, there is nothing to stop you from creating a single table containing all
these columns. Virtually all commercial and free spreadsheet programs include several examples
which do just that. However, such an approach presents huge drawbacks, as you would soon
learn if you actually built and used such a "solution":
•

You will have to enter the customer's name and address information over and over again,
for each new sale. Each time, you risk spelling something incorrectly, transposing the
street number, and so on.
• You have no guarantee that the invoice number will be unique. Even if you order
preprinted invoice forms, you guarantee only that invoices in any particular package are
unique.
• What if the customer wants to buy more than 10 products? Will you load two copies of
the spreadsheet, number them both the same, and staple the printouts together?
• The price for any product could be wrong.
• Taxes may be applied incorrectly.
• These problems pale in comparison to the problem of searching your invoices. Each
invoice is a separate file in your computer!
• Spreadsheets typically do not include the ability to search multiple files. There are tools
available that can do so, but even simple searches will take an inordinate amount of
time.
• Suppose you want to know which customers purchased a particular product. You will
have to search all 10 rows of every invoice. Admittedly, computers can search very
quickly, even if they have to search 10 columns per invoice. The problem is compounded
by other potential errors. Suppose some of entries are misspelled. How will you find
those? This problem grows increasingly difficult as you add items to each spreadsheet.
Suppose you want the customers who have purchased both cucumber seeds and
lawnmowers? Since either product could be in any of the ten detail rows, you must
perform ten searches for each product, per invoice!
• Modern spreadsheets have the ability to store multiple pages in a single file, which might
at first seem a solution. You could just add a new page for every new invoice. As you
would quickly discover, this approach consumes an astonishing amount of memory for
basically no reason. Every time you want to add a new invoice, you have to load the
entire group!
In short, spreadsheets and other un-normalised tabular arrangements are the wrong approach to
solving this problem. What you need is a database in at least 2NF.
Starting with our list of invoice attributes, we take all the customer information out of the invoice
and place it in a single row of a new table, called customers. We assign the particular customer
a unique number, a primary key, and store only that bit of customer info in the invoice. Using
that number we can retrieve any bit of information about the customer that we may need - name,
address, phone number and so on.
The information about our products should also live in its own table. All we really need in the
details table is the product number, since by using it we can look up any other bit of information
Page 14
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we need, such as the description and price. We take all the product information out of the details
grid and put it in a third table, called products, with its own primary key.
Similarly, we export the grid of invoice line items to a separate table. This has several
advantages. Forget being limited to ten line items. We can add as many invoice details (or
as few) as we wish. Searching becomes effortless; even compound searches (cucumber seeds and
lawnmowers) are easy and quick.
Now we have four tables:
•
•
•

Customers - customer number, name, address, phone number, credit card number, etc.
Invoices - invoice number, date, customer number and so on.
Invoice Details - detail number, invoice number, product number, quantity, price
and extended amount (quantity times price).
• Products - product number, description, price, supplier, quantity available, etc.
Each row in each table is numbered uniquely. This number, its primary key, is the fastest
possible way to find the row in the table. Even if there millions of rows, a database engine can
find the one of interest in a fraction of second.
To normalise invoice data storage to 2NF, we had to take Humpty Dumpty apart. To produce an
invoice we have to put him together again. We do this by providing relationship links amongst
our tables:
•
•
•
•

The Customers table has the PK Customer_Id.
The Products table has the PK Product_Id.
The Invoices table has a column Inv_Customer_Id, and every Invoices row has a
Inv_Customer_Id value that points to a unique Customers row.
The Invoice Details table has a column InvDet_Invoicer_Id, and every
Invoice Details row has a InvDet_Invoice_Id value that points to a unique
Invoices row, and a InvDet_Product_Id value that points to a unique row in the
Products table.

Third normal form (3NF)
Formally, 3NF is 2NF and all non-key columns are mutually independent.
What does this mean? Consider the customers table as defined so far—customer number,
name, address, credit card number and so on. Do you see any problems here?
Most people have more than one address: home address, mailing address, work address,
summer cottage address, and so on. In the case of summer cottage addresses, there is the further
qualification that it only applies for part of the year.
This suggests creation of a new table called addresses, with a primary key AddressID and a
foreign key CustomerID. But we must be able to distinguish the kind of address each row
represents. Thus we need another table, addresstypes, which will document each kind of
address. This design would allow us to add as many addresses for each customer as we wish,
identify each by type, and add new address types anytime we need them.
Now consider the phone number column. When was the last time you had only one phone
number? Almost certainly, you have several—daytime, evening, cell, work, pager, fax, and
whatever new technologies will emerge next week or month or year.
As with addresses, this suggests two more tables:
•
•

PhoneNumbers - PhoneNumberID, CustomerID, PhoneNo, PhoneTypeID.
PhoneTypes - PhoneTypeID, Description.
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Our existing design glosses over the problem of suppliers, tucking it into the products table,
where it will doubtless blow up in our faces. At the most basic level, we should export the
supplier information into its own table, called suppliers.
Depending upon the business at hand, there may or may not emerge an additional difficulty.
Suppose that you can buy product X from suppliers T, U and V. How will you model that fact?
The answer is, a table called productsuppliers, consisting of ProductSupplierNumber,
ProductNumber and SupplierNumber.

Boyce-Codd Normal Form (BCNF)
BCNF is more demanding than 3NF, less demanding than 4NF.
The set of columns b is functionally dependent on the set of columns a if there is no more than
one value of b for any a. We then say a determines b, or a→b. If the city is Toronto, the province
is Ontario. A table is BCNF if for every dependency, a→b is trivial since a is in b, or a is unique—
that is, a is a superkey (Appendix A).
The city→province dependency meets the BCNF criterion if and only if every value of city is
unique. If this uniqueness fails, then updates WHERE city='Stratford' will apply to cities of
that name in Ontario, Quebec and Prince Edward Island—not likely the intention.

Fourth Normal Form
Fourth normal form (4NF) is 3NF, plus BCNF, plus one more step: the table may not contain
more than one multi-valued dependency (column a depends on columns b and c, but b and c are
independent of each other).
What does this rule mean? Consider the table addresses, which we parcelled out from the table
customers. If your database will have many addresses from multiple states, provinces or
countries, then in the spirit of normalisation, you may have already realised the need for
exporting lookup lists of cities, states and countries to their own tables. Depending on your
problem domain, you might even consider exporting street names. An application confined to
one suburb or one city might profit handsomely if its database exports street names to their own
table. On the other hand, for a business with customers in many countries, this step might prove
to be more a problem than a solution. Suppose you model addresses like this:
• AddressID
• CustomerID
• AddressTypeID
• StreetNumber
• StreetID
• CityID
• StateID
• CountryID
Clearly, StreetID, CityID, StateID and CountryID violate the 4NF rule. Multiple cities may
have identical street names, multiple states can have identical city names, and so on. We have
many possible foreign keys for StreetID, CityID, StateID and CountryID. Further, we can
abstract the notion of address into a hierarchy. It becomes possible to enter nonsensical
combinations like New York City, New South Wales, England.
The city New York resides in precisely one state, which in turn resides in precisely one country,
the USA. On the other hand, a city named Springfield exists in 30 different states in the USA.
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Clearly, the name of a city, with or without an ID, is insufficient to identify the particular
Springfield where Homer Simpson lives.
Fourth Normal Form requires that you export stateID to a cities table (cityID, cityname,
stateID). StateID then points to exactly one row in the states table (stateID, statename,
countryID), and countryID in turn points to exactly one row in a countries table
(countryID, countryname).
With these 4NF refinements, CityID is enough to distinguish the 30 Springfields in the USA:
each is situated in exactly one state, and each state is situated in exactly one country. In this
model, given a cityID, we automatically know its state and its country. Further, in terms of data
integrity, by limiting the user's choices to lookups in cities and states tables we make it
impossible for a user to enter Boston, Ontario and Hungary for city, state and country. All we
need is the CityID and we have everything else.

Fifth Normal Form (5NF)
Before we explain fifth normal form, we must point out that you will rarely encounter it in the
wild.
5NF is 4NF plus no cyclic dependencies. A cyclic dependency occurs in columns A, B, and C
when the values of A, B and C are related in pairs. 5NF is also called projection-join normal form
because the test for it is to project all dependencies to child tables then exactly reproduce the
original table by rejoining those child tables. If the reproduction creates spurious rows, there is a
cyclic dependency.
To illustrate 5NF, suppose we buy products to sell in our seed store, not directly from
manufacturers, but indirectly through agents. We deal with many agents. Each agent sells many
products. We might model this in a single table:
• AgentID - foreign key into the agents table
• ProductID - foreign key into the products table
• SupplierID - foreign key into the suppliers table
• PrimaryKey - a unique identifier for each row in this table
The problem with this model is that it attempts to contain two or more many-to-many
relationships. Any given agent might represent n companies and p products. If she represents
company c, this does not imply that she sells every product c manufactures. She may specialise
in perennials, for example, leaving all the annuals to another agent. Or, she might represent
companies c, d and e, offering for sale some part of their product lines (only their perennials, for
example). In some cases, identical or equivalent products p1, p2 and p3 might be available from
suppliers q, r and s. She might offer us cannabis seeds from a dozen suppliers, for example, each
slightly different, all equally prohibited.
In the simple case, we should create a table for each hidden relationship:
•

•

AgentProducts: the list of products sold by the agents. This table will consist of three
columns minimally:
• AgentProductID - the primary key
• AgentID - foreign key pointing to the agents table.
• ProductID - foreign key pointing to the products table.
ProductSuppliers: list of products made by suppliers. Minimally this table consists
of:
• ProductSupplierID - the primary key
• ProductID - foreign key into the products table
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• SupplierID - foreign key into the suppliers table
Having refined the model to 5NF, we can now gracefully handle any combination of agents,
products and suppliers.
Not every database needs to satisfy 4NF or 5NF. That said, few database designs suffer from the
extra effort required to satisfy these two rules.

Put the model to work
For a simple relational database design step-by-step, see http://www.artfulsoftware.com/
dbdesignbasics.html. For a more advanced walkthrough, see Chapter 5.

Limitations of the Relational Model
Dealing with Objects
Relational databases fall short in the area of object storage. At the risk of cliché, objects are data
with brains. An object's data may be mappable to tables, but its intelligence cannot be. Even
object data tends to the complex. Typically it requires multiple rows in multiple tables.
To understand the complex issues involved here, consider a pulp and paper mill. A paper-making
machine creates giant reels of paper (think of a roll of paper towels, 10 meters wide, 5 meters in
diameter and unrolled, 100 kilometers long). These mammoth reels are then cut into numerous
rolls (think of rolls of toilet tissue, one meter wide, one meter in diameter and 500 meters long).
Some of these rolls are fed into sheeters, which cut them into large sheets that in turn are fed
into machines that fold them and shape them and glue handles upon them until the final result is
a bundle of shopping bags.
A relational database can model such complex relationships, but it is difficult. It is even harder to
apply the practical rules of the pulp and paper business to this chain of products. You also face
the non-trivial problem of mapping your class's attributes to a network of tables.
For a time, it looked as though object-relational databases would take hold. For a number of
reasons, that hasn't happened in a way to signficantly challenge the relational model's hold.

Dealing with Time
As noted under Other Dimensions (page 12), relational databases implement amnesia. There are
two big time problems to solve. One is the problem of audit trails. In some applications—
especially accounting applications—the history of certain transactions or quantities is part of the
current data. An interest-rate view, for example, must be able to show not only current rates but
recent rates. A sales view must show not just the current view of any order, but its entire change
history. The software requirement may include the capability to reconstruct any moment in the
history of the database (point-in-time architecture, PITA). Chapter 21 covers basic methods that
work with MySQL 5&6. For practical audit trail examples see “Audit trails” at http://www.
artfulsoftware.com/infotree/mysqltips.php.
The second time problem has to do with whether optimisation favours current updates or
reporting history. It is often the case that a database designed for managing current information
performs badly at historical reporting—and vice-versa. The bigger the organisation, the bigger
the problem. It has given rise to an important distinction between two types of databases: those
optimised for transactions (OLTP) and those optimised for analysis and reporting (OLAP).
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Summary
Relational databases take their design principles from the branch of mathematics called set
theory. They inherit the logical integrity of set theory and thus make it possible to store and
retrieve the data that represents a given problem domain.
Normalisation is the process of designing an efficient and flexible database. Although often
portrayed as rocket science, and apparently described in jargon designed for expert job security,
normalisation is easy to understand and easy to implement.
At the least, your database should follow Codd's three axioms and twelve rules to the extent
permitted by your RDBMS, and it should satisfy 3NF.
Not every database needs to satisfy 4NF and 5NF. Each increases complexity and can slow
performance. Weigh your choices carefully. Benchmark your results in each scenario, and factor
in the likelihood that one day you may need to transform your database to 4NF or 5NF.
Successful databases require transformation; failures whimper and die. Even if your design is
flawless, the world outside your design will change. Your garden supplies company will come to
sell wedding dresses, or (gasp) software. The more flexibility you build in, the less catastrophic
such transformations will be.

Further reading
1. Codd, EF. "A Relational Model of Data for Large Shared Data Banks." CACM 13, 6 (June 1970) pages 377387.
2. Codd, EF. "Is Your DBMS Really Relational?", "Does Your DBMS Run By the Rules?" ComputerWorld,
October 14/21, 1985.
3. Codd, EF. "The Relational Model for Database Management, Version 2." Addison-Wesley 1990.
4. Wikipedia, "The Relational Model", http://en.wikipedia.org/wiki/Relational_model
5. Database Tutorials on the Web, http://www.artfulsoftware.com/dbresources.html.
6. The Birth of SQL, http://www.mcjones.org/System_R/SQL_Reunion_95/sqlr95-The.html
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MySQL: Past, Present, Future
Let's begin with how to pronounce it. The American National Standards Institute (ANSI) wants
SQL pronounced ess-kew-ell. The International Standards Organisation (ISO) takes no position
on pronunciation. Many database professionals and most Microsoft SQL Server developers say
see-kwel. The new owners of MySQL have not announced a preference. We’re with the founders.
In a way, MySQL® the product created MySQL AB the company. Michael “Monty” Widenius and
David Axmark formed it as a Swedish open source company in 1995. It remained entirely open
source through 2006, turning annual profits from 1996 through 2007 on a business model based
more on support, consulting and training than on product licencing. In 2001 MySQL added
Heikki Tuuri’s InnoDB transactional engine, which Oracle bought in 2005. Sun Microsystems
bought MySQL AB in 2008. Monty soon left to form his own company. Oracle bought Sun in
2009, promising to continue to develop and support MySQL. Its first moves were to improve
MySQL performance and integrate the MySQL and InnoDB development teams.
Millions of individuals, organisations and websites round the world use free, open-source
editions of MySQL. Oracle isn’t likely to risk alienating them all, but there is worry. EU
regulators made Oracle promise to “continue to enhance” MySQL for five years, but the promise
is vague. Oracle is profit-driven, so it isn’t likely to help MySQL compete with other Oracle
products, so what’s their development roadmap now? Is the original MySQL AB aim of complete
SQL compatibility dead in the water? Oracle cancelled the cheapest MySQL support licences; is
that a canary in the coal mine? Is Oracle’s shocking recent failure to protect MySQL web forum
pages from massive spam a signal that MySQL will be left to wither on the vine? Oracle says only
that MySQL adds, for its commerical customers, a database that is easy to install and get started
with. That is, MySQL helps Oracle compete with Microsoft SQL Server. Not reassuring.

Beginnings
The story begins in 1979, in Helsinki, with Widenius and Allan Larsson, owners of a the
consulting firm ‘TcX’. In that year Michael wrote an in-house database tool called UNIREG. Based
on the Unix program curses, UNIREG made it easy to search, update and report from databases.
This was just one year after IBM had begun testing its first relational database at customer sites.
Monty wrote UNIREG in BASIC on a Swedish computer called an ABC800, with a whopping 32K
of RAM and a 4.0 MHz Z80 processor. Two years later, Monty rewrote it in C on a much more
powerful computer, a Swedish DS90 (16 MHz MC68010) with 4MB RAM, running an operating
system called Denix, a Swedish variant of Unix.
In 1983 Monty met David Axmark, who worked at Detron HB. They have worked closely together
since then, traded code and ideas, often late into the night on the phone.
From 1985 through 1994, TcX moved into data warehousing, ported UNIREG to even more
powerful computers (mainly Suns), and extended its power to handle very large databases.
As software goes, UNIREG has had a remarkably long life. Monty has never changed the original
user interface. Its users still easily move reports and data from any UNIREG version to the
current one.
In 1994, TcX began developing web-based applications, still relying on UNIREG. Unfortunately,
each time a user hit a dynamic page, another copy of UNIREG was loaded. With heavy loads this
was unacceptable. Meanwhile, SQL was by now a standard database language. TcX decided to
start using SQL as the interface to UNIREG.
They tested some commercial SQL servers but performance with large tables was unacceptable.
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Databases are often described in two dimensions: largeness and richness. A large
database has many rows in feww tables, a rich database has many tables with few rows.
The terms are imprecise and relative to experience. Ours is that a rich database has
more than 300 tables and a large database has millions of rows. The first MySQL client's
database was both large and rich - 60,000 tables, 5 billion rows.
Monty downloaded a copy of mSQL, a relational database written by David Hughes. Monty
found it wanting in critical areas, and asked Hughes if he was interested in connecting mSQL to
the UNIREG table handler (which was B+ ISAM). Hughes declined, and TcX wrote their own SQL
server, making it compatible with the UNIREG format and meeting their performance
requirements.
A year later Monty rolled out MySQL 1.0. David was an enthusiastic supporter of the open source
movement, and almost immediately began to pressure TcX to release MySQL into the wild,
making it freely downloadable on the Internet. He also wanted a much freer copyright policy
than mSQL, allowing anyone to use it commercially so long as they didn't distribute it. They
decided on Solaris and Linux as their major platforms, and Monty began porting the code to
Linux.
By making the MySQL API almost identical to that of mSQL, Monty made it trivial to port the
rapidly increasing number of free mSQL clients to MySQL. Something of a groundswell emerged,
and many developers began to contribute new code.
One problem remained—threading, which permits a program to perform more than one task at
once. A single CPU can perform only one task at a time. Threads let a developer create the
illusion of multi-tasking. Each thread is its own task or sequence of tasks; the CPU distributes
slices of time to each thread in rapid succession, much like a casino blackjack dealer passing
cards to each player in turn.
Monty had designed MySQL using a Posix-compliant library developed by Chris Provenzano,
which ran on numerous platforms. Chris no longer had time to support his product, so Monty
took it over. He fixed a few bugs and added some missing Posix features that MySQL needed. In
January, 1997, the pthreads code was included in the MySQL source distribution, paving the way
for it to be ported to numerous platforms.
In 2001, Mårten Mickos joined MySQL AB as its CEO. Mårten and Monty have known each other
more than twenty years. They studied together, and kept in close contact since then, but he was
not involved in MySQL work until the middle of 2001.

The product
As Monty says (ftp://ftp.askmonty.org/secret/COMP_M.5529_Req_to_protect_disruptive_
innovation.pdf), MySQL entered the database market as a low-end disruptor to meet demand for
low-cost web databases, then moved upmarket. MySQL is published under the GNU General
Public Licence (GPL), so it free to download (http://www.mysql.com) and use for any database
size, provided you use it in-house, or distribute it unembedded with other open-source software
only.
MySQL is far and away the most popular open source database in the world. It runs on dozens of
platforms, and has APIs to every important programming language including C, C++, Java, Perl,
Python, Eiffel and the Microsoft .NET framework.
Table 2-1 shows the six layers of MySQL, two of which set it apart: open source APIs for multiple
programming languages and multiple database storage engines. There are freely downloadable
community and commercial MySQL builds for several operating environments incuding many
Licence
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flavours of Linux, Windows, Sparc/Solaris, IBM AIX, Mac OS X and FreeBSD. For how to install
MySQL, see the next chapter. You can also download a GUI MySQL administrator, query tool,
and tools for database design and migration.
Table 2-1: Six Layers of MySQL
Layer

Description

Client programs
MySQL clients, Workbench, utilities (Chapter 18)
Programming language connectors C, JDBC, ODBC, .NET, PHP, Perl, Ruby, Cobol
Connection pool
Connection management
Process management, SQL interface, parser, optimiser,
Kernel server modules
caching and buffering
Pluggable storage engines

ARCHIVE, CSV, FEDERATED, INNODB, MEMORY, MYISAM,
MERGE, others

Operating system interface

Management of files and logs.

Licence
The main points of MySQL licencing are:
• You must pay for MySQL only if you are selling MySQL directly, or selling a product
which is not open source and includes the server (you may not include MySQL in a
distribution if you charge for some part of it).
• MySQL client code is in the Public Domain or under the General Public Licence GPL.
• Some functionality may be restricted to commercial editions of MySQL.
• Users are "encouraged" users to buy licences for support.

Features
Chapter 4 describes MySQL data types, Chapter 6 and Chapter 8 cover MySQL's version of the
SQL language, Chapter 7 describes MySQL database engines, Chapter 9 covers query building
with MySQL, chapters 10 through 16 cover MySQL connectors, Chapter 18 covers MySQL
administrative utilities, Appendix B covers MySQL administration and control variables, and
Appendix C describes MySQL error handling.
The first client to use MySQL was a firm that used it to store interviews. Their database grew to
60,000 tables with 5 billion rows because for each new questionnarie this client created new
tables. From the beginning, then, MySQL was designed to handle large numbers of tables with
large numbers of rows.
Your view of the architecture of MySQL will be tinted by your familiarity with the other major
databases - Oracle, DB/2 and SQL Server. If you come from one of those universes, you may miss
some functionality you expect to have. On the other hand, compare licencing and support costs;
if you can do without a diminishing list of big-iron features, you can save a substantial amount of
money. If your universe consists of web site design, and you're responsible for dozens or
hundreds of pages, you may find the power delivered by MySQL astounding.
Compared with the Big Three, MySQL does a lot of things differently. Its developers have not
been slaves to the ANSI standard. They follow the standard in many crucial respects, but remain
free to add whatever extensions to the standard language that they feel they need. The Big Three
do not release their source code. In fact their business model is based on proprietary code. By
contrast, MySQL AB makes money through training, consulting and programming, more than
from selling the product.
The architecture extends these privileges to you, the developer. You are free to create new
functionality in several ways:
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Features

Write Stored Procedures and Functions: As of MySQL 5, you can write your own serverside procedures and functions.
Write a plugin and install it on your server via the plugin interface (Chapter 8).
Write original MySQL code: At the most fundamental level, you can download the
source code and, if you're a serious developer, fix any bugs you find, or add your own
server functionality code.
Code through an interface: MySQL is designed to permit other programs to
communicate directly with it. Several application program interfaces (APIs) are available
for MySQL, so programmers can interact with it from languages such as Java, C, PHP,
Python, Microsoft Access and others. These interfaces are in no small part responsible
for the tremendous success of MySQL, and are covered in Section III, Chapters 10
through 16.
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Installing MySQL
MySQL provides binary and source distributions. Unless you need to customise MySQL code
and you have considerable experience with C/C++, go with a binary distribution, installation of
which comes down to five main steps: choose a package for your operating system, download the
package, unpack/install it, configure it, and test it.

What version, what operating system?
In mid-2009 MySQL published a new release model (http://forge.mysql.com/wiki/
Development_Cycle) and temporarily removed 6.0 from availability. Extended support for
version 4.1 ended 31 Dec 2009, leaving three currently supported release tracks:
•

5.0: in production since 5.0.15 (October 2005), added Stored Routines, Triggers, Views,
information_schema, XA transactions, NDB CLUSTER and FEDERATED engines, and
much more to MySQL. Active devlopment ended 31 Dec 2009.

•

5.1: in production since 5.1.30 (November 2008), adds partitioning and an event
scheduler, row-based replication and more logs, a plugin API, improvements to the NDB
CLUSTER storage engine, more information_schema tables, and a load emulator
(http://dev. mysql.com/doc/ refman/5.1/en/mysqlslap.html). 5.1 also accepts the
blazingly fast, ACID-compliant PBXT storage engine plugin. Active development will end
31 Dec 2010.

•

5.4/5.5 (Azalea in the new model): 5.4 was “Milestone 1” and 5.5 is “Milestone 2” in this
series. 5.5 is of beta quality and has the new INNODB engine (page 40) with concurrency,
thread and lock improvements; SIGNAL, RESIGNAL, LOAD XML and partitioning
extensions (Chapter 6); semisynchronous replication (Chapter 17); performance
enhancements for Solaris; and DTrace monitoring on some Solaris and MAC systems
(http://dev.mysql.com/ doc/refman/5.4/en/dba-dtrace-server.html).

In early 2010 expect 5.7 (Betony), with online backup backported from the 6.0 stream, and in
spring 2010 expect 6.0 (Celosia) to re-appear. Remember that production versions branch to
freely downloadable Community and pay-by-subscription Enterprise Server editions.
How well MySQL performs on a particular operating system (OS) depends on:
• quality and stability of the OS kernel and file system,
• stability of the thread library,
• capacity of the kernel to use shared multi-processing,
• thread lock/unlock flexibility, and
• stability and robustness of a given OS build.
Thanks to open source, Linux kernels are blazingly fast. Windows programs ported to Linux tend
to run 5-7 times faster. Nine of the world's ten fastest supercomputers run Linux. Other factors
being equal, the OS of choice is Linux. Then is MySQL for Linux more popular than MySQL for
Linux? No. As of mid-2007, MySQL was downloaded three times more often for Windows than
for Linux. Why? The Windows user interface is much richer. The moral of the story seems to be:
develop and maintain databases on Windows, but for performance, deploy the database on *Nix.
As the MySQL feature set grows, stability looms as more of an issue. Stability depends on which
features you use. The bug list for 5.1 at the time of its General Availability release had more than
300 non-trivial entries. If you need the new features in a release, check the bug list and read
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Monty Widenius’s “Oops we did it again” 2008 blog entry, archived at http://monty-says.
blogspot.com.
Whatever the OS, the more memory the better. You want a few gigs of free disk space. See
Chapter 17 for discussion of hardware. Table 3-1 lists MySQL 5.0 packages available from
http://dev.mysql. com/downloads/mysql/5.0.html. For 5.1 packages see http://dev.
mysql.com/downloads/mysql/ 5.1.html. Be aware that package specs change often. There are
three main package content patterns:
•
•
•

for Linux: RedHat Package Manager (RPM) bundles containing the standard server
and client, plus add-on bundles containing the -max server (NDB; since 5.1.3 partition
support; BDB has been removed), client libraries and embedded server;
for Linux, Solaris, many UNIX flavours, Netware, DEC OSF and MAC OS: packages with
two or all three of the standard server, the -max server, and the server compiled for
debugging;
for Windows: a full version using the Windows installer, a full version without that
installer, and a stripped down version you probably should avoid.

Table 3-1: MySQL Binary Packages
Format
Downloadables
Standard, Max, Client, Libs and
Linux x86, IA64, AMD64 (Red Hat, SuSE etc)
RPM
header files, Dynamic client
libs, Embedded server
NDB storage engine for Linux, Mac OS X, Solaris
RPM
Engine, Manager, Tools
Linux S-390, Red Hat AS3
tar.gz
Standard, Max
Linux x86, IA64, PowerPC, AMD64, Intel EM64T
tar.gz
Standard, Max, Debug
Linux Alpha, SPARC
tar.gz
Standard, Debug
Windows
zip
Full, Without installer, Essential
Solaris 8-10 for SPARC (32-bit, 64-bit), x86 (32-bit) pkg.gz
Standard, Max Debug
FreeBSD x86, LinuxThreads
tar.gz
Standard, Max, Debug
MAC OS X 102, 10.3 with installer
dmg
Standard, Max, Debug
MAC OS X 10.2, 10.3 without installer
tar.gz
Standard, Max, Debug
HP-UX 11.00, 11.11 (PA-RISC 1.1, 2.0)
tar.gz,depot.gz
Standard, Max, Debug
HP-UX 11.11 (PA RISC 64-bit)
tar.gz,depot.gz
Standard, Max, Debug
HP-UX 11.23 (IA64, 64-bit)
tar.gz
Standard, Max, Debug
AIX 4.33, 5.1, 5.2 (RS6000)
tar.gz
Standard, Max, Debug
AIX 5.2 (RS6000, 64-bit)
tar.gz
Standard, Max, Debug
QNX 6.2.1 (x86)
tgz
Max, Debug
Novell Netware
zip
Max, Debug
SGI Irix 6.5 (32-bit, 64-bit)
tar.gz
Standard, Max, Debug
DEC OSF 5.1
tar.gz
Standard, Debug

Operating system, Processor

You can also take a current build from http://dev.mysql.com/downloads, or a previous build
from http://downloads. mysql.com/archives.php.
Like package content, installation flow changes from release to release. If you stick with the
defaults for a given release, it is fairly straightforward. Configuration isn't, and it plays back into
installation, so you need to know a little about configuration before you start. First, there are the
confusing, version-to-version changes in relationships amongst package names, server names
and storage engines (Table 3-1). The main patterns are:
•

Linux RPMs: the mysqld server supports MYISAM, INNODB, MEMORY and MERGE tables.
Before 4.0, mysqld-max was needed for INNODB. From 4.0 to 5.1.5 you needed mysqldmax for BDB and NDB CLUSTER, and in 5.1.3 for partitioning.

What version, what operating system?
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•

Other *nix packages: in the standard package mysqld supports MYISAM, INNODB,
MEMORY and MERGE tables, but in these max packages mysqld also supports BDB; on
Linux, Solaris and MAC OS it supports the NDB CLUSTER engine too; and in 5.1.3 it
supports partitioning.

•

Windows: until 5.0.25 and 5.1.12 there was a mysqld.exe build for MYISAM, INNODB,
MEMORY and MERGE tables. From 4.0 through 5.0.24/5.1.5 there was a mysqld-max.exe
build for BDB and partitioning and until 5.1.21 only mysqld-nt.exe supported named
pipes. As of 5.1.21, all these functionalities are included in mysqld.exe. No Windows
binary yet supports NDB.

Second, there are over 500 configuration options governing MySQL character sets and
collations, memory use, file location, transaction systems and behaviour, security, performance,
debugging, response to SQL syntax, and other server behaviours. These options can be set on
client or server command line, and/or in text option files. Before installing MySQL, at least skim
the next sections on configuration methods, character sets, and the client program mysql. Come
back later for details.

Configuration methods
Most MySQL programs, including servers, read configuration variable settings from the
command line and from text option files, my.cnf in *nix, my.ini in Windows. Many MySQL
programs can also be told, on the command line, which option files to read.
Documentation for configuration variables is in different parts of the MySQL manual: under
command line options, under Database Administration, under System Variables, under SHOW
VARIABLES, and in the INNODB section. Some can be read by running mysqld --help or
mysqladmin variables from a command line.
System variables, their names, and their syntax are in flux. Thus Appendix B, which lists the
variables, their meanings and rules. Traditionally MySQL variable names have been built, like
compound words in Finnish, by stringing words together, but (unlike in Finnish) with hyphens
between the words, for example delay-key-write-for-all-tables. Also traditionally, these
arguments have been given either on the command-line or in an option file. MySQL is now
making more configuration variables available to SET/SELECT @@ syntax, but in SQL, '-' is the
subtraction operator, so SET/SELECT variables must use underscores rather than hyphens as
joiners in their names. MySQL recognises some variable names with dashes or underscores, eg
default-week-format, default_week_format.

Using option files
Under Linux, MySQL programs now look for option files in this order:
• /etc/my.cnf, for global options,
• my.cnf in the MySQL home directory for server-specific options,
• defaults-extra-file if specified,
• ~/my.cnf, for user-specific options.
Under Windows, MySQL now looks for option files in this order:
• my.ini|cnf in the Windows home folder for global options; (to find the home
folder, type echo %windir% at a command prompt),
• c:\my.ini|cnf for global options if the above file is not found,
• my.ini in the MySQL installation directory for global options,
• defaults-extra-file=… as specified on the server command line.
You have four ways of telling a MySQL program whether and how to read option files:
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-no-defaults causes no option files to be read (not recommended);
-defaults-file=fullPath tells the MySQL program to read this option file;
-defaults-extra-file=fullPath tells the server to read this file after the global
option file but before the user configuration file;
• in version 4 since 4.11, and in 5 since 5.0.4, !include fullpath in a section of an
option file tells the group's program to include the file specified by path, and
!includedir path tells the group's program to search path for option files.
The argument --print-defaults prints the progam name and all options found and set.
Command-line settings override option file settings. For any setting, the last one read is the one
that sticks. Starting with 4.0.12 the server ignores world-writable configuration files. Under
Windows use forward rather than backslashes in path arguments.
Table 3-2 shows the kinds of lines an option file may have. Use the [client] group header for
MySQL client program settings, and the [mysqld] group header for server settings. If your
installation put sample configuration files for various server demand characteristics in mysql/
support-files, one of them will likely serve as a good starter. When editing, remember that
MySQL programs ignore blank lines and leading and trailing blanks, and automatically translate
the escape characters \b=backspace, \t=tab, \n=newline, \r=return, \s=space, \\=\.
Line Type
comment
[groupname]

option

Table 3-2: MySQL Option File Line Types
Description
line beginning with # or /
header line which names a group, or the name of a program, whose options follow
until another group header or EOF, whichever first occurs. Possible groups include
[client] and [mysqld] (meaning server)
where option is the name of an option, (for example memlock to lock mysqld in
memory), equivalent to --option on the command line

option=value

set option to value, equivalent to --option=value on the command line

varName=value

Equivalent to --varName=value on the command line; set variable= prefix is
deprecated.

You have six ways to read MySQL system variable values (Appendix B):
• Some can be SELECTed in a MySQL client via SELECT @@variableName,
• Some are displayed in a MySQL client via SHOW VARIABLES [LIKE wildspec],
• Some are displayed from the OS command line by mysqld -help,
• Some are displayed from the OS command line by mysqladmin variables,
• MySQLAdministrator lists many under Startup Variables.
• Query information_schema.

To read the rest, buy the book…

Configuration methods
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SQL and MySQL Data Types
Databases have tables. Tables have columns. Columns have types and other properties. From
those types and properties flow crucial characteristics of your database.

SQL data types and MySQL
Look in any computer language manual and you will find a list of data types like this:
• Character stream, or string: one or more alphanumeric characters likely to be
meaningful or printable in text, e.g., a company name or.
• Binary stream: a sequence of characters that may be printable or may encode other
information for example a digital photograph, an engineering drawing, or a document
formatted by a word processor.
• Number: a negative or positive numeric value, small or large, rational or irrational, for
example 27, -1, 3.14159, 6.28 + 3i. A numeric subtype of special interest is the twovalued numeric called boolean (True/False, Yes/No, Living/Dead, or whatever is
appropriate to the problem domain).
• Datetime: dates, times, timestamps.
Databases are concerned at the most fundamental level with data types, because every column of
every table must be of a defined base type, or of a user-defined type (UDT) derived from a base
type. As of version 5, UDTs are not yet available in MySQL.
SQL92 defines a set of base types. Every SQL92 implementation delivers a slightly different
subset of these types. In designing your tables, choose types that best fit your requirements in the
interests of efficiency and performance. MySQL offers these:
• Character string, or string for short: a sequence of characters, as short as someone's
initial 'A', or as long as a huge sequence of four billion characters; MySQL has eight
string column types including CHAR, VARCHAR, four TEXT types, ENUM and SET.
• Binary stream or object: a character stream without optimisation for rendering as text.
MySQL has two BINARY and four Binary Large Object (BLOB) types.
• Numeric: representation of a number as an integer, a floating point value, or a value to a
fixed decimal precision; MySQL has 11 numeric data types: BIT, TINYINT, SMALLINT,
MEDIUMINT, INT, BIGINT, three FLOATS, DOUBLE, and DECIMAL.
• Datetime: a value representing the time in milliseconds since a reference date. MySQL
has five datetime types: DATE, TIME, DATETIME, TIMESTAMP, and YEAR.
• OpenGIS: types for representing spherical geometric values.

Column type modifiers in MySQL
When you CREATE or ALTER a column (Chapter 6) you may also specify properties the MySQL
manual calls field attributes, for example UNSIGNED for only positive values, or NULL to accept
null values. But attribute is a formal SQL synonym for column, so using it also for column
properties like NULL makes them attributes of attributes. Confusing at best. We refer to these
properties as type modifiers, because that's exactly what they do.
The general column type modifiers are:
• NOT NULL: the column rejects NULL values, e.g., lastname CHAR(20) NOT NULL,
• NULL: the column accepts NULL values, for example middlename CHAR(2 ) NULL,
• DEFAULT x: the default value of the column is x, e.g., code CHAR(2) DEFAULT 'US'.
SQL data types and MySQL
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UNSIGNED: numeric type accepts values >= 0 only,
AUTO_INCREMENT: in numeric columns only, automatically assigns the next available
value to a column in a new row,
MAXIMUM DISPLAY WIDTH: specify this by adding a number in parentheses right after
the type name, for example qty INT(4). See Chapter 6 (CREATE TABLE) for display
width modifier syntax.

Character and binary data types
Character and binary columns are more alike than different so they are best described together.

Character column length
MySQL character and binary columns have four lengths:
• maximum character length, the largest number of characters the column can store,
• actual character length of any one string in one cell,
• character storage required for a column in a given row,
• byte storage required, character storage * bytes-per-character as determined by the
character set.
In two types, CHAR and BINARY, the first three are the same. That is, the column definition
statement name CHAR(50) determines that every name cell will be exactly 50 characters long,
and data BINARY(50) determines that every data cell will be exactly 50 bytes long
irrespective of character set. CHAR and BINARY columns are fixed-length. But VARCHAR,
VARBINARY, TEXT and BLOB columns are variable-length: actual length depends on the number
of characters stored. Table 4-1 lists MySQL character, binary, SET and ENUM column types.
Table 4-1: String and binary column types in MySQL
Type Name

Max length

Meaning

Required
chars / row

CHAR( n )

n <= 255

Up to n chars

n

VARCHAR( n )

n <= 65532
(255 pre 5.0.3)

Up to n chars

Actual length+1 or 2

BINARY( n )
(since 4.1.2)
VARBINARY( n )
(since 4.1.2)

CaseTrimmed
sensitive
on retrieval
sort
With BINARY
Yes
operator
Yes to 5.0.2, With BINARY
then No
operator

n, <= 65532
(255 pre 5.0.3)

<= n bytes
Padded with \0.
<= n bytes
No padding

TINYTEXT

255

<= 255 chars

Actual length+1

No

TEXT

65,535

<= 65,535 chars

Actual length+2

No

MEDIUMTEXT

16,777,215

<= 16,777,215 chars

Actual length+3

No

LONGTEXT

4,294,967,295

<= 4,294,967,295 chars Actual length+4

No

TINYBLOB
BLOB
MEDIUMBLOB
LONGBLOB

255
65,535
16,777,215
4,294,967,295

<= 255 bytes
<= 65,535 bytes
<= 16,777,215 bytes
<= 4,294,967,295 bytes

No
No
No
No
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n <= 255 bytes

n

No

Yes

Actual length+1 or 2

Yes to 5.0.2,
then No

Yes

Actual length+1
Actual length+2
Actual length+3
Actual length+4

With BINARY
operator
With BINARY
operator
With BINARY
operator
With BINARY
operator
Yes
Yes
Yes
Yes

SQL and MySQL Data Types
Type Name

Max length

ENUM("val1","val2",...) 65,535
SET("val1","val2", ...)

65,535

Meaning
Enumerated strings,
one assignment/cell
Enumerated strings,
multiple
assignments/celll

Required
chars / row

CaseTrimmed
sensitive
on retrieval
sort

1 or 2

--

--

1, 2, 3, 4 or 8

--

--

Length and silent column specification changes
String and binary storage length variability affects performance. The MySQL server can compute
the actual position of any given cell in a table with no variable-length string columns simply by
multiplying row count and column size. Very quick.
But in a table with VARCHAR, VARBINARY, TEXT or BLOB columns, the DBMS must compute cell
position from unsigned length integers stored with the data in each variable-length cell! Thus
slows access, and in such a table, the extra padding in a CHAR(n) column no longer has a
purpose. Therefore if you specify both a CHAR column and a VARCHAR(n>3), VARBINARY, TEXT or
BLOB column, MySQL silently coerces the CHAR column to VARCHAR. For example if you write
CREATE TABLE clientpics ( name CHAR( 50 ), picture MEDIUMBLOB );
DESCRIBE client;

you will see that MySQL has automatically changed your CHAR column to VARCHAR.
On the other hand, if you define VARCHAR columns with length four bytes or less, MySQL will
coerce them in the opposite direction, from VARCHAR to CHAR, because the tiny amount of extra
space occupied by padding such short strings is offset by the improved performance of fixedlength storage.
Since the CHAR column type is so much faster to read and write, should you use it in preference to
VARCHAR? All other things being equal, yes. Of course if you must store large variable amounts of
text, then you need a VARCHAR or TEXT column. But even in this case there may be an opportunity
for optimisation. If there is a subset of columns that will often be queried without reference to
variable-length columns, performance may be better if you create two tables: one for the fixedlength columns and one for the variable-length columns, with a key relationship between them.

Maximum string length
With CHAR, VARCHAR, BINARY and VARBINARY, you specify maximun column length when you create
or alter the table. Maximum lengths of other string and binary columns are predefined. For
example in
CREATE TABLE clientpics ( clientID INTEGER, picture MEDIUMBLOB );

the picture column will store an image up to 16,777,215 bytes long because that is the
MEDIUMBLOB specification. The actual amount of storage used by all string columns except CHAR,
however, varies from row to row. The storage occupied at any one time by a column in any given
row will be the length of data stored in that cell, plus 1-4 bytes.

To read the rest, buy the book…

Character and binary data types
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Writing a Specification
Whether the software you are building replaces paperwork with software, or replaces old
software with new, or solves a new problem, there is one way to begin: analyse the problem in
detail.
A convention in North America is to call this first design stage defining the business problem.
That usage is too narrow; the problem may be technologic, scientific, personal, educational,
commercial, govermental, or something else. What application software problems have in
common is not business problems but requirements. We model them by defining exactly what
tasks are to be done, who is to do them, how they are structured, how their data is to be stored,
and how the data maintenace software is to be structured.

Requirements modelling
In the early days of databases, and still in the early days of
Forty years ago, a middle-of-themicrocomputers, database developers were often solving
road computer had 64K of
smallish problems one at a time, often with databases that
were simple in structure and limited in capability. Design often memory and filled a room. The
internet was just an idea. Twenty
involved not much more than sketching a flow diagram,
years ago, a reasonable
inferring the database structure from the diagram nodes, then
microcomputer had four times
writing the pseudocode. Development was code-centric. The
that much memory and sat on a
resulting software was 2-tier, and the two tiers were
desk. The internet was still just an
inextricably linked.
idea. Now a middle-of-the-road
No more. The problems you are paid to solve now are complex laptop has 1,024 times as much
memory as that long-ago desktop,
and multi-layered: the application will be event-driven, it may
4,096 times as much memory as
interact with other software running anywhere on the planet, it that long-ago mainframe, is
may be distributed across multiple computers in one building,
thousands of times faster than
or on several continents, it may access multiple databases in
either of them, and with one click
one building or on several continents, and it may have
can connect itself to small or huge
databases anywhere on the
hundreds, thousands or millions of users at a time banging on
planet, or to any of nearly a
it. Almost certainly its task list will be too complicated to be
billion internet users.
modelled by a flow diagram.
Sure, you can still work code-centrically. Depending on your
pain threshold, you might continue that way for a month or a year, maybe even a couple of years.
But eventually the ghastly truth settles upon you: the impulse to code has been your worst
enemy. Absent a coherent design, unanticipated requirements will require not just new code, but
many a rewrite of code that is scarcely out of the debugger. Your wheels spin. The art of
programming, as opposed to the mere act, lies in postponement.
Delay writing code for as long as possible. Draw sketches on napkins, or invest in an expensive
equivalent such as Sybase PowerDesigner - whichever your method and budget, it is almost
always correct to postpone the actual coding. Write detailed pseudocode.5 If the slightest
ambiguity remains in your specification, it is too soon to code.
To fully model an entire software project, you need more than paper and pencil, more even than
a tool like PowerDesigner or Rational Rose. You need a software lifecycle methodology, a
lifecycle process for requirements and technical issues:
• a full set of consistent concepts and models
• a collection of rules and guidelines
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•
•
•
•
•

a full specification of all deliverables
a workable notation with good drawing tools
a set of tried and tested techniques
appropriate metrics, standards and test strategies
identification of organisational roles e.g. requirements analyst, software architect, programmer
• guidelines for project management and quality
assurance
Walking through all that in detail is beyond our scope.
Our main concern is the third bullet—specifying the
deliverable, and how that determines the database. Two
main modelling approaches have evolved—one that
begins with data flow modelling and one that begins with
use case analysis (Figs 1, 2). They combine nicely:
1. identify the actors (persons or other systems)
who will interact with the system
2. specify the tasks that the system must perform,
including all required outputs
3. map actors and tasks to use cases until all
requirements are accounted for
4. model the data containers required for all use
cases as entities, then as related tables in a
database.
Then you work out a user interface (UI) that your client
can live with, and then, finally, you code the application.
When you finally get round to coding, you find that most
of the code writes itself straight from your requirements
model.
Yes, there is debate about postponing UI design this long.
Some think such postponement may well wreck the UI.
To find out why we disagree, read on.

Coping with impatient
project managers
The real world has bulimic budgets,
deadly deadlines, manic managers and
political pressures.Thanks to the
perfectionism and optimism that made
you a software developer, demanding
managers have you over a barrel. How
to cope?
1. A core managerial strategy is to
divide time-required estimates by 3 or
more. To compensate for this and avoid
arguments, multiply your timerequired estimates by 3 or more (an
instance of a famous rule: begin with
the bad news).
2. Specifiy all required software
outputs from client information, and
get management to sign off on it, before
you estimate the cost. This yields you
lists of all required inputs, and protects
you from being blindsided by the
inevitable "we need just this one
additional report" that breaks the
specification two days before you're
due to go live.
3. Remember that eventually we are all
replaced, so when faced with
impossible demands, decide whether
you prefer to be replaced before failing
to meet the impossible demands, or
after.

Modelling tools
You have many possibilities, ranging from scribbling on a napkin, to writing out the
requirements in ordinary language, to bulleted lists, to homemade sequence and structure
diagrams, to auto-generating the database from a diagram built with a modelling tool. Unified
Modelling Language (UML), released in 1997 by Rational Software Corporation and the Object
Management Group, is the leading modelling language; even if UML is more than you need, we
recommend Terry Quatrani's excellent introduction1 to it. If you have access to a UML modeller
that is listed at http://www. uml-forum.com/tools.htm, you will probably want to use it
to analyse use cases and design the database.
Database modelling tools tend to be too rich for many budgets, but there are free and affordable
ones. Clay Database Modeler is free, open source and user-friendly; it runs in Eclipse and
supports many RDBMSs. For how to get it and set it up see “Eclipse, an elegant IDE for MYSQL” at
http:// www.artfulsoftware.com/infotree/mysqltips.php. Fig 5-3 shows a Clay model of the
Northwind database (see Chapter 11). MySQL Workbench (http://dev. mysql.com/downloads/
workbench/5.1. html) derives from DBDesigner 4 and must now be counted stable. To produce
the equivalent of Fig 5.3 in MySQL WorkBench, click on Database | Manage Connections to
Modelling tools
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Figs 5-1, 5- 2: Data flow chart and use case modelling of database problems

Fig 5-3: Northwind schema as seen in the Azzurri Clay modeller in Eclipse

create a connection, then click on Database | Reverse Engineer and follow the prompts. For this
book we used Datanamic's Dezign for Databases. It is neither free nor expensive, it does not do
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UML or use cases, but it makes GUI data modelling very easy, and instantly generates robust
SQL scripts from its models.
You may be muttering, who has time to write formal models? Well, as the car engine oil ad says,
you can pay now or later. Pay now, and you have a good chance of delivering the application on
time and within the budget. Postpone the payment, and you can count on repeated code,
database revisions, and an increasingly unhappy client.

A sample project
To illustrate how this works, we apply it to a small-scale sample requirement, for a web
application that tracks contracts, projects, revenues and expenses, for freelance technical
professionals.
A prospective user might be a software developer, photographer, graphic artist, carpenter,
investment advisor, florist, or interior decorator—in short, anyone who professionally
undertakes jobs for other parties, and who needs to keep track of those jobs on a computer. Or
any group of such professionals, for example a co-op.Contractors will be able to budget, track
tasks and costs, invoice, and track payments on a per-project basis. An early bonus is that since
the software will serve as bookkeeper for contracts, it will be able to use its bookkeeping smarts
to manage its own user accounts. It will track and bookkeep projects for many kinds of
contractor-client networks—cooperatives, neighbourhoods, business networks, skills exchanges
and so on.

To read the rest, buy the book…

A sample project

Page 57

MySQL Command Syntax

MySQL Command Syntax
Structured Query Language (SQL) is a non-procedural computer language, originally developed
in the late 1970s by IBM at its San Jose Research Laboratory. Although the 'Q' in SQL stands for
'Query', SQL is a language not only for querying data, but for creating and modifying database
structures and their contents, for inserting, updating and deleting database data, for managing
database sessions and connections, and for granting and revoking users' rights to all this.

Structured Query Language
Traditionally, SQL statements specify what a DBMS is to do, not how the DBMS should do it. So
SQL is a partial computer language: you cannot use it to produce a complete computer program,
only to interface with a database, in three ways:
•

interactively: in a standalone application that provides an interface for issuing MySQL
commands, or
• statically: you can embed fixed SQL statements for execution within programs written in
other languages (Perl, PHP, Java, etc) or
• dynamically: you can PREPARE SQL statements, and you can use other languages to
build runtime SQL statements based on program logic, user choices, business rules, etc.,
and to send those SQL statements to MySQL.
With many RDBMS products, the line between specifying what the RDBMS is to do, and how it
should do it, is blurring; for example MySQL has syntax for telling the query optimiser how to
execute a particular query. Since MySQL is an open-source product, you can, in theory, rewrite
how MySQL does anything. In practice you are not likely to try that on a large scale. But MySQL
has had, traditionally, an interface for writing user-defined functions (UDFs), and with 5.1
MySQL has introduced an advance on this facility—an API for user-coded plugins (Chapter 8).
In general a SQL statement …
•
•
•

begins with a keyword verb (e.g., SELECT ),
must have a reference to the object of the verb (e.g., * meaning all columns), and
usually has modifiers (e.g., FROM my_table, WHERE conditional_expression) that
scope the verb's action. Modifying clauses may be simple keywords (e.g., DISTINCT), or
may be built from expressions (e.g., WHERE myID < 100).
Clauses, expressions and statements are built according to a set of simple syntactic rules from
keywords (verbs, nouns, conjunctions), identifiers, symbolic operators, literal values and (except
in dynamic SQL) a statement terminator, ';'. Table 6-1 lists the nine kinds of atoms used in SQL
to assemble SQL expressions, clauses and statements.
The set of all SQL statements that define schemas and the objects within them, including tables,
comprise the SQL Data Definition Language (DDL).
Component

Table 6-1: SQL Statement Components
Type
Use

verbs

keywords

action descriptors

object, type names

keywords

general object references

function, variable names keywords
conjoiners
keywords
Notable MySQL variations from SQL92

function and variable references
conjoin verbs & object references

Examples
SELECT, JOIN, UPDATE,
COMMIT, GRANT
TABLE, VIEW, DOMAIN,
INTEGER, VARCHAR
MAX, AVG, SESSION_USER
FROM, WHERE, WHEN
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Type

Use

Examples

modifiers
constant values

keywords
keywords

ANY, TEMPORARY
TRUE, FALSE, NULL

identifiers

string
literals

operators
literal values

symbolic
literals

define scope
defined constant values
names of schemas, databases,
tables, views, cursors, procedures,
columns, Authorisation IDs, etc.
relate variables and values
data

tableName.columnName,
"columnName"
<, <=, =, >, >=, LIKE, *
1006, 'Smith', ‘2005-5-20’

The set of SQL statements that control users' rights to database objects comprise the Data
Control Language (DCL). Often DCL is considered part of DDL. SQL statements that store, alter
or retrieve table data comprise Data Manipulation Language (DML).
SQL also has:
• connection statements, which connect to and disconnect from a database
• session statements, which define and manage sessions,
• diagnostic statements, which elicit information on the database and its operations,
• transaction statements, which define units of work and mark rollback points.
This much, most SQL vendors and users can agree on. ANSI and ISO have approved SQL as the
official relational query language. But no implementation of SQL is identical to any other.
Variation is the exceptionless rule. ANSI has issued five SQL standards: SQL86, SQL89, SQL92,
SQL99 and SQL2003. SQL92 remains a common reference point, with three levels: entry level,
intermediate and full. SQL99, in contrast, has no levels but rather core and other features: what
was entry-level in SQL92 becomes core in SQL99. Several commercial vendors implement an
SQL variant known as Transact-SQL (T-SQL). And so it goes.

The MySQL variant of SQL
MySQL 5 complies with entry-level SQL92; implements some
Table 6-2: More SQL
higher-level features of SQL92, T-SQL, SQL99 and SQL2003; and
compliance
extends ISO SQL in other ways to improve database management,
Command
Release
performance and ease of use. 5.0.0 brought stored routines. 5.0.1
INFORMATION_SCHEMA
5.0.2
brought Views. 5.0.2 brought updateable Views and Triggers. In
later releases, these enhancements have become reliable.
Stored procedures
5.0.0
MySQL's stated eventual aim is complete ISO SQL compatibility,
Triggers
5.0.2
though with five official definitions of SQL in 17 years, that is a
5.0.1
moving target, fully implemented by no vendor!1-4 Is a SQL feature Views
XA
transactions
(InnoDB)
5.0.3
implemented by no vendor actually SQL? Does SQL consist of the
five sets of ISO standards, or the union of all commands impleGeneralised tablespaces
5.1.1
mented by all SQL vendors? Are we to regard a feature implemented by many vendors as "SQL" before it appears in a subsequent version of the standard?
Impossible questions, all. Yet we need a usage that makes sense. Here is our rough take. A
feature is SQL if it is in one of the five published standards, or if it is commonly implemented by
vendors. As an initial rough sketch of where MySQL is in its path toward complete SQL conformance, Table 6-2 lists major SQL functionality added to MySQL in 5.0. 5.1 added partitions and
pluggable storage engines. Still, basic features like CHECK CONSTRAINT, CREATE ASSERTION, perstatement triggers, and schemas within databases are missing from the MySQL roadmap.
If you are running a now-withdrawn 6.0 release of MySQL, you will be able to use features
tagged here as 6.0 only. Otherwise, you have to wait for them until the 6.0 stream re-appears.
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Notable MySQL variations from SQL92
Transactions
The default MySQL database engine MYISAM is transactionless, but MySQL includes the ACIDcompliant INNODB engine, and since 5.1.16 accepts the ACID-compliant PBXT engine plugin. To
enable transactions on a table, create it with one of these transactional engines.

CREATE | DROP VIEW
A SQL view is a named query result. Its fundamental job is to encapsulate a query so its clients
can call it without concern for implementation or even table structure. Before version 5.01,
MySQL users had to do without them. They are now reliable, though their performance remains
disappointing.

Subqueries
Since version 4.1 MySQL supports nested queries, for example
SELECT p.itemID, SUM(p.itemPrice),
( SELECT SUM(c.amt) FROM credit c WHERE c.itemID=p.itemID ) AS CreditSum,
( SELECT SUM(t.taxAmt) FROM itemtax t WHERE t.itemID=p.itemID ) AS TaxSum
FROM packageItem p
GROUP BY p.itemID;

so what used to require multiple queries and temporary tables or external scripts can now be
expressed in single SQL statements. A huge advance. See Chapter 9.

SELECT INTO TABLE
MySQL supports not SELECT ... INTO TABLE ..., but the equivalent INSERT ... SELECT ... .

Foreign Keys
MySQL accepts FOREIGN KEY syntax, for example
CREATE TABLE t1(id int PRIMARY KEY,qty int);
CREATE TABLE t2(id int PRIMARY KEY,t1id int,FOREIGN KEY(id) REFERENCES t1(id));

but applies it only to tables created with an ACID-compliant engine like INNODB or PBXT (Chapter
7).
There are other deviations of note from SQL92 and SQL99. MySQL provides the functionality of
DECLARE LOCAL TEMPORARY TABLE via CREATE TEMPORARY TABLE and CREATE TABLE ... ENGINE=
HEAP. Other DDL elements awaiting implementation are: CREATE|DROP SCHEMA (distinct from
database creation), CREATE/DROP DOMAIN, CREATE/DROP CHARACTER SET, CREATE/DROP
COLLATION, CREATE/DROP TRANSLATION.

Stored Procedures and Triggers
Before 5.0, MySQL users had to do without stored routines, triggers and cursors. It's odd to look
back at rationalisations offered at the time for their absence—now that MySQL 5 has them, you
don’t hear anyone suggesting we were better off without them.

MySQL identifier names
The rules for building MySQL identifier names are simple:
Notable MySQL variations from SQL92
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•

In the first character position, MySQL accepts an alphanumeric, '_' or '$', but some
RDBMSs forbid digits here, so for portability do not use them.

•

The first character of the name of a database, table, column or index may be followed by
any character allowed in a directory name to a
Table 6-3: Logical operators in MySQL
maximum length of 64, or 255 for aliases. For
Syntax
Meaning
portability, a safe maximum is 30.
x OR y, x || y
1 if either x or y is non-zero
Identifiers can be qualified (tblname.
x XOR y
1 if odd no. of operands non-zero
colname), and quoted with backticks
(`colname`), or double quotes if sql_mode x AND y, x && y 1 if x and y are non-zero
(Appendix B) includes ansi_quotes.
NOT x, !x
1 if x is zero
x
IS
y
1 if x is y
Unquoted identifier names cannot be caseinsensitive-identical with any keyword.

•

•

MySQL permits use of reserved words as identifiers if they are quoted. Don't do it! It complicates
writing SQL commands, and it compromises
portability. Likewise for the underscore.
Table 6-4: Three-valued logic
MySQL now publishes reserved word lists by
OR
AND
IS
version at http://dev.mysql. com/doc/mysqldtrue
false
null
true
false
null
true
false
null
version-reference/en/mysqld-versiontrue
true
true
true
true
false
null
true
false
false
reference-reservedwords.html.

MySQL comments

false true false null
null true null null

false false false false true false
null false null false false true

MySQL accepts three comment styles:
• # marks everything to the right of it as a comment;
• so does -- ; the dashes must be followed by
Table 6-5: Arithmetic operators in MySQL
a space;
Operator Syntax
Meaning
• /*...*/ marks off an in-line or multi-line
+
x+y
addition
comment, but if it contains a semi-colon or
-x
negative value
unmatched quote, MySQL will fail to detect
the end of the comment.
x-y
subtraction
A /*...*/ comment beginning with '!' followed
*
x*y
multiplication
by a version string tells MySQL to execute the string
/
x/y
division
following the version string if the current server is
DIV
x DIV y integer division
that version or later. Thus CREATE /*!32302
%, MOD
x%y
modulo, same as MOD(x,y)
TEMPORARY */ TABLE ... creates a temporary table in
MySQL if the server is 3.23.02 or later; the
commented text is ignored outside MySQL.

MySQL Operators
MySQL has four kinds of operators: logical,
arithmetic, bit, comparison.
Logical operators: There are five (Table 6-3). || is
a synonym for OR, so the ANSI SQL expression
"join"|| "this" returns zero! To connect
strings, use CONCAT() (Chapter 8).
Operations on NULLs obey the rules of threevalued logic (Table 6-4), e.g., (NULL=NULL) and (1 OR
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Syntax Meaning
Example
x OR y bitwise OR
29|15=31
x AND y bitwise AND
29&15=13
x<<y
shift x left y bits
1<<2=4
x>>y
shift x right y bits
4>>2=1
NULL)

return NULL.
MySQL Operators
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Arithmetic operators: MySQL has 7 (Table 6-5). There is no exponential operator; use
POWER, SQRT, LOG10, LOG or EXP.
Bit operators (Table 6-6) use 64-bit BIGINTs.
Operator
=
<>, !=
<
<=
>
>=
<=>
[NOT] IN(…)
= ANY | SOME
<> ANY | SOME
= ALL
<> ALL
[NOT] BETWEEN … AND
x [NOT] LIKE Y [ESCAPE
'esc_char']
[NOT] REXEXP | RLIKE
SOUNDS LIKE
IS [NOT] NULL
BINARY

Table 6-7: Comparison operators in MySQL
Syntax
Meaning
x=y
true if x equals y
x<>y, x!=y
true if x and y not equal
x<y
true if x less than y
x<=y
true if x less than or equal to y
x>y
true if x greater than y
x>=y
true if x greater than or equal to y
true if x and y are equal, even if both are NULL (but 5<=>NULL is false,
x<=>y
5=NULL and 5<>NULL are NULL)
x [NOT] IN (y1,y2,... | subquery)
true if x (not) in list or subquery result
= ANY | SOME( subquery )
true if any row satisfies subquery
<> ANY | SOME( subquery )
true if some row does not satisfy subquery
= ALL( subquery )
true if every row satisfies subquery
<> ALL( subquery )
same as NOT IN( subquery )
x [NOT] BETWEEN y1 AND y2
true if x (not) between y1 and y2
true if x does [not] match pattern y; if given, use escape_char bounded
x [NOT] LIKE y [ESCAPE c]
by single quotes in place of '\'
x [NOT] REGEXP | RLIKE y
true if x does (not) match y as extended reg. expression
x SOUNDS LIKE y
true if SOUNDEX( x ) = SOUNDEX( y )
x IS [NOT] NULL
true if x is [not] NULL
BINARY x <op> y
Treat x case-sensitively in string comparison <op>

Comparison operators (Table 6-7) can be applied to numbers, strings and dates, returning 1
(TRUE), 0 (FALSE), or NULL.
Data conversions are automatic as the context requires, on these rules:
1. Except with <=>, if any argument is NULL, the result is NULL.
2. Two string arguments are compared as strings;
Table 6-8: Operator precedence
two integers are compared as integers.
BINARY, COLLATE
1
3. MySQL treats hex values as binary strings except
!
2
in numeric comparisons. Beware that INNODB
- (unary minus), ~ (unary bit inversion)
3
ignored trailing whitespace in (VAR)BINARY
^
4
comparisons until 5.0.18.
*,
/,
D
IV
,
%, MOD
5
4. Before 5.0.42 and 5.1.18, DATE-DATETIME
-, +
6
comparisons ignored time. Since, MySQL coerces
<<, >>
7
the TIME portion to 0; to emulate the earlier
&
8
behaviour write CAST(datevalue AS DATE).
|
9
5. If one operand is TIMESTAMP or DATETIME and the
10 =, <=>, >=, >, <=, <, <>, !=, IS, LIKE, REGEXP, IN
other is a constant, the constant is converted to a
BETWEEN, CASE, WHEN, THEN, ELSE
11
timestamp before the comparison, so in thisdate
NOT
12
> 020930, 020930 will be converted to a
&&, AND
timestamp.
13
||, OR, XOR
14
6. Otherwise operands are compared as floats, so
:=
15
SELECT 7>'6x' returns TRUE.

To read the rest, buy the book…
MySQL comments
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A MySQL installation has six layers (Chapter 2, Table 2-1), one of which houses pluggable
database storage engines. Current community builds typically include the ARCHIVE, CSV,
FEDERATED, INNODB, MEMORY, MYISAM and MERGE engines. ARCHIVE, CSV and FEDERATED were
added in version 5.0.3, and ISAM was removed. FALCON and MARIA were available in the now
withdrawn 6.0 series. Other engines are listed at http://solutions.mysql.com/solutions/
?type=29.
SHOW ENGINES lists storage engines loaded in your installation. The default_storage_engine
setting (Appendix B) in my.cnf/ini determines the engine to use when a CREATE TABLE statement
specifies no engine. If you specify an unavailable engine, MySQL chooses the closest possible
match. For non-temporary tables, if you need FULLTEXT indexing then MYISAM IS the only choice;
otherwise, if you need foreign keys, transactions, or crisp performance with multiple
simultaneous inserts or updates, INNODB is the best current choice though PBXT may be a coming
alternative.
Limits on table size typically arise from the operating system, for example 2GB on Linux 2.3, 2TB
on Win NTFS, 4TB on Linux 2.4, 16TB on Solaris 9/10.

Archive storage engine
Designed for data warehousing1, the ARCHIVE engine came in with 4.1.3. The server must have
been compiled with --with-archive-storage-engine, as indicated by the have_archive
flag reported by SHOW VARIABLES and mysqladmin variables. It provides compressed
indexless data storage with row-level locking in .frm, .arz and .arm files. An ARCHIVE table
accepts SELECT and INSERT commands, but not UPDATE or DELETE or INDEX. SELECTs scan the
table, and OPTIMIZE TABLE packs it. INSERT throughput is 50% greater than with MYISAM.

BDB storage engine
From 3.23.34 until it was discontued in 5.1.12, MySQL source and mysql-max binary
distributions had the transactional BerkleleyDb (BDB) engine (http://www.sleepycat.com/). To
port BDB tables to another engine, back them up with mysqldump (Chapter 18), adjust the
scripts to use INNODB, and import into your later MySQL installation.
A BDB table requires a PRIMARY KEY, which is stored with row data so it should be short. If there
is no a PRIMARY KEY, BDB creates a 5-byte auto-increment hidden one. If all SELECT columns are
part of one index, the query can execute without a table read. Key data takes more space than in
MYISAM without PACK_KEYS=0. BEGIN WORK, ROLLBACK, COMMIT. and AUTOCOMMIT work as
expected.
MySQL does a checkpoint when a new BDB log file is started, and removes log files not needed
for current transactions. FLUSH LOGS also checkpoints BDB tables. If a transaction fails with a
disk full error, it should roll back. LOCK TABLE works as with other tables. Absent LOCK TABLE,
MySQL issues an internal multiple-write lock to ensure that the table is properly locked in case
another thread issues a table lock. Internal BDB locking is page-level. For disaster recovery, keep
table backups made with the binary log (Chapter 17).
SELECT COUNT(*) is slow since BDB tables do not maintain exact row counts. The optimiser
needs to know the approximate number of table rows, however, and MySQL provides this by
maintaining an insert count in a separate segment of each BDB table. If there are not many
DELETE or ROLLBACK commands, these estimates will be fairly accurate. Otherwise ANALYZE
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TABLE or OPTIMIZE TABLE update row counts. Scanning is slower than with MYISAM tables.
There are often holes in the BDB table to allow mid-tree inserts.

Blackhole storage engine
No, it's not a joke. Added in 5.1, BLACKHOLE accepts DDL but throws away all submitted data
after logging it. This can streamline filtered replication: replicate to a BLACKHOLE database with
the desired combination of replicate-do and replicate-ignore rules, then replicate from
that log to your slave. To include BLACKHOLE in a build, configure with --with-blackholestorage-engine. To see if your server has it, issue SHOW VARIABLES LIKE 'have_blackhole_
engine'.

CSV storage engine
CSV tables came in with 4.1.4. Use requires that the server have been compiled with --withcsv-storage-engine, as indicated by the have_csv flag reported by SHOW VARIABLES and
mysqladmin variables. A .frm file holds the table structure. Data is stored quoted in
comma-delimited rows in an indexless .csv text file.

Example engine
This is just a stub, an example starting point for developing a new storage engine.

Falcon engine [6.0 only]
On buying MySQL, Oracle, which also owns InnoDB,, announced that Falcon’s future is being
rethought. Falcon was being developed in the now withdrawn 6.0 series for high-volume systems
running with multi-threaded or multi-core CPUs and lots of memory, with optimisation for 64
bits. Projected features included Multi-version Concurrency Control (MVCC), flexible locking
with smart deadlock prevention, full ACID compliance, a serial log, advanced B-tree indexes, data
compression, intelligent disk management, data and index caching, and implicit savepoints.
Cache contents set the relationship between the record cache, which holds rows that are in active
use, and the page cache, which holds database metadata, BLOB data and table indexes.
Uncommitted row scavenging is implemented. Falcon parameters can be set on the server
command-line (See falcon_* in Appendix B). Performance diagnostics are in the
information_schema virtual database.
MySQL's Falcon roadmap included durable two phase commit in XA Transactions, LIMIT
optimisation, in-line ADD | DROP INDEX, MAC OS support and log file truncation. Before being
withdrawn, binary builds were available for 32/64-bit Windows and Linux systems. It could be
built for Linux and OS X systems with gcc, make, patch and tar,using GNU make, autoconf,
automake and libtool, and on Windows with cygwin, gcc and make. Source is no longer
available.

Federated storage engine
To read the rest, buy the book…
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Procedures, Functions, Plugins
Every SQL92 implementation provides some functions specified by SQL92 and some of its own.
Most also permit users to write their own procedures and functions (p 177).

Native procedures and functions
No two RDBMS vendors supply the same functions with the same syntax, so to the extent you
use MySQL built-in functions, porting to other DBMSs will cause portability headaches. Use
what is available, leaving portability worries for later.
There are control flow, aggregate (p 154, numeric (p 156), bit (p 158), string (p 158), datetime (p
164), data type (p 169), en/decoding (p 169), session (p 172), XML (p 170), OpenGIS geometric
(p 173) and miscellaneous (p 177) functions.

Control flow functions
Control flow functions implement branching logic in SQL statements.
CASE val WHEN val1 THEN res1 [WHEN val2 THEN res2 ...] [ELSE resN] END
Returns result1 when val=val1, or failing that, result2 when val=val2, and so on,
otherwise returns resultN.
SELECT CASE 2 WHEN 1 THEN '1st' WHEN 2 THEN '2nd' ELSE 'neither' END; -- returns ‘2nd'

CASE WHEN cond1 THEN res1 [WHEN cond2 THEN res2 ...] [ELSE resN] END
Returns result1 if condition1 is TRUE, result2 if condition2 is TRUE, and so on,
otherwise returns resultN.page.
SELECT CASE 1 WHEN 0 THEN 0 WHEN 1 THEN 1 ELSE 'neither' END;

-- returns ‘neither’

IF( expr1, expr2, expr3 )
If expr1 is TRUE, returns expr2, otherwise returns expr3. Remember that expr1 is evaluated
as an integer, so IF(0.25, 1, 0) returns 0, but IF(0.25 > 0, 1, 0) returns 1. The type of
the function's return value is the type of expr2 OR expr3.
SELECT IF( CURDATE()=CURDATE(), 'equal', 'unequal' );

-- returns ‘equal’

IFNULL( expr1, expr2 )
If expr1 is NOT NULL, returns expr1, otherwise returns expr2; the expressions may be strings,
numerics or datetime expressions.
SELECT IFNULL( CURDATE(), 'null' );

-- returns ‘2002-07-02’

NULLIF( expr1, expr2 )
This returns NULL if expr1=expr2, otherwise returns expr1. This is equivalent to CASE WHEN
expr1=expr2 THEN NULL ELSE expr1 END.
SELECT NULLIF( CURDATE(), CURDATE() );

-- returns NULL

Aggregate functions
These are functions designed to work with GROUP BY. They can be SELECTed alone:
SELECT COUNT(*) FROM parent;

or may be used along with non-aggregate values if there is a GROUP BY clause:
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SELECT COUNT(*), parent_id GROUP BY parent_id;

in which case the aggregate function is applied to each defined group.
AVG( [DISTINCT] expr )
Returns the average value of expr in this retrieval. DISTINCT, added in 5.0.3, restricts the
computation to distinct values. If no rows are retrieved, the result is NULL.
BIT_AND( expr )
Returns the bitwise AND (64-bit precision) of all bits in expr.
BIT_OR( expr )
Returns the bitwise OR (64-bit precision) of all bits in expr.
BIT_XOR( expr )
Returns the bitwise XOR (64-bit precision) of all bits in expr.
COUNT(*)
Returns the number of rows retrieved. If only one table is retrieved, no other columns are
retrieved, and there is no WHERE clause, the result comes back very quickly indeed. If other
columns are retrieved, there must be a GROUP BY clause; for example using Example 6-1:
SELECT COUNT(*), parent_id FROM child GROUP BY parent_id;
+----------+-----------+
| COUNT(*) | parent_id |
+----------+-----------+
|
1 |
1 |
|
2 |
2 |
+----------+-----------+

showing that parent_id=1 in one row and parent_id=2 in two other rows.
COUNT( [DISTINCT] expr[,expr…] )
Returns a count of the number of non-NULL values retrieved for expr. DISTINCT, added in 5.0.3,
restricts the count to distinct values. If multiple expressions are given, returns the number of
distinct combinations that don't contain NULL.
SELECT COUNT( parent_id ) FROM child;

-- returns 3

GROUP_CONCAT( […] expr […] )
Returns grouped values in a concatenated string, up to the maximum length set by
group_concat_max_len (Appendix B), default=1024. Since 5.0.19 the returned value is
VARCHAR if group_concat_max_len < 512. Otherwise it is a BLOB. The function accepts the
keyword DISTINCT before the first argument(s), and three additional optional keywords with
associated arguments:
GROUP_CONCAT( [DISTINCT] expr [,expr ...]
[ORDER BY { unsigned_int | col_name | expr }
[ASC | DESC] [,col_name ...]]
[SEPARATOR str_var] )
This query returns lists of usernames for partyID values from tracker.users:
SELECT partyID, GROUP_CONCAT(username SEPARATOR ';')
FROM users
GROUP BY partyID;

The default separator is a comma. SEPARATOR '' specifies no separator.

Aggregate functions
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MAX ( [DISTINCT] expr ), MIN ( [DISTINCT] expr )
These return the maximum or minimum value of expr, where expr may be string, numeric or
datetime. DISTINCT is an option since 5.0.3 but has no effect. If no rows are retrieved, the result is
NULL. MIN() and MAX() can be used to yield a specific non-unique column value, as in
SUBSTR( MIN( CONCAT( RPAD( SORT,6,' '),colName)), 7 )

STD | STDDEV | STDDEV_POP( expr )
Returns the population standard deviation of expr, the square root of VAR_POP(expr), where
expr may be string, numeric or datetime STDDEV_POP is standard SQL syntax. If expr is string
and no value evaluates to a number, or if no rows are retrieved, the result is NULL, not zero.
STD_SAMP( expr )
Returns the sample standard deviation of expr, equal to the square root of VAR_SAMP( expr
); otherwise behaves like STDDEV_POP().
SUM( [DISTINCT] expr )
Returns the sum of non-null values of expr. It accepts string, numeric or datetime expressions
but returns a meaningful result only for numerics. Non-numeric values and zero rowcounts yield
a result of NULL. DISTINCT, added in 5.0.3, restricts the computation to distinct values.
VARIANCE | VAR_POP( expr )
Returns the population variance of expr, i.e., the sum of squares of differences from
AVG(expr), divided by the number of non-null values. VAR_POP is standard SQL syntax.
VAR_SAMP( expr )
Returns the sample variance of expr, equal the sum of squares of differences from AVG(
expr), divided by N-1 where N is the number of non-null values.

Numeric functions
All numeric functions return NULL on error.
ABS( x )
For any numeric type including BIGINT, returns the absolute value of x.
ACOS( rads )
If -1 <= rads <= 1, ACOS returns the inverse cosine of rads, otherwise returns NULL.
ASIN( rads )
If -1 <= rads <= 1, ASIN returns the inverse sine of rads, otherwise returns NULL.
ATAN( rads )
Returns the arc (inverse) tangent of rads, that is, the value whose tangent is rads.

To read the rest, buy the book…
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Designing Queries for MySQL
The word 'query' usually refers to a statement that returns information from a database, but it
can also refer to statements that modify database structure or data, so we can speak of DDL
queries, INSERT queries, UPDATE queries, DELETE queries, and so on.
In this chapter the main focus is on SELECT queries. If you've not yet read the basics in Chapter 1
and the Data Manipulation Language Commands section in Chapter 6, now is the time!
The art of query building is the art of using Structured Query Language to formulate correct,
efficient database questions and commands. In SELECT queries, you can use JOIN, WHERE and
HAVING clauses to scope the result to specific rows and columns, GROUP BY to combine result
rows into analytic summaries, and UNION to combine the results of multiple queries. INSERT,
DELETE and UPDATE commands may reference JOINs. INSERT … SELECT (Chapter 6, INSERT)
inserts a query result into another table. DELETEs and UPDATEs may be scoped by WHERE clauses.

Query design
Central to query design are software patterns we call Atomic Queries and Molecular Queries.

Atomic queries and the SELECT list
An atomic query cannot be reduced to simpler ones. It performs one of the four basic DML
commands—SELECT, INSERT, DELETE or UPDATE—on one table, or on no table, since the
simplest possible SELECT query has nothing more than a SELECT list:
SELECT VERSION();

ISO SQL permits a query to return a scalar value, or a row, or a table. If you ask MySQL for a
constructed row, however, it will complain:
SELECT ( VERSION(), CURDATE() );

ERROR 1241 (21000): Operand should contain 1 column(s)

Remove the parentheses and the query runs, because a MySQL SELECT list may specify a scalar
value, multiple scalars forming an implicit but not explicit row, or a table.
A common practical example of an atomic query is a SELECT statement that populates a user
picklist. Suppose a user interface for the tracker database (Chapter 5) needs to present a
dropdown list of professions rows. We could use this query:
SELECT professionID, name, description
FROM professions
ORDER BY name;

We may want to append clauses to this statement, for example a WHERE clause to scope retrieval,
or a LIMIT clause to limit the number of rows retrieved.. Atomic queries thus use only limited
SELECT syntax. Professionals commonly place each modifying clause, for example using FROM
or WHERE, on a new line for clarity. We may combine keywords and clauses to suit requirements:
SELECT name, companyname
FROM parties
WHERE partyID = 123;
SELECT name, companyname
FROM parties
ORDER BY companyname, name;
SELECT taskID, invoiceID, amount
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FROM invoiceitems
WHERE amount > 1000
ORDER BY amount LIMIT 10;

We may have no idea what we are asking for, as in the first example where we do not know which
contractor has the primary key 123. If we have followed the principles of normalisation (Chapter
1), retrieving information via atomic queries is useful only in certain narrow situations. Examples
are presenting sorted lists of clients, of cities within a region, or contractors on a project; and
inserting or updating rows in a table.
More generally, for each table in its database, the usual application will require four atomic SQL
statements, at a minimum (Table 9-1).
Table 9-1: Four Basic Atomic SQL Statements
SELECT
INSERT
UPDATE
DELETE

SELECT primaryKey, (columnlist)
FROM tableName
INSERT tableName (columnlist) VALUES (valuelist)
UPDATE tableName
SET column = value
WHERE PrimaryKey = keyValue
DELETE FROM tableName
WHERE PrimaryKey = keyValue

INSERT and UPDATE statements act on one table at a time, and are often atomic. Of course we
may SELECT from multiple tables using JOINs and subqueries. The MySQL version of DELETE
offers three syntaxes; two of these support deletion in multiple tables, so SELECT and DELETE
statements will often be molecular.

Molecular queries
A molecule combines atoms into a cohesive new structure with emergent properties. A molecular
query combines atomic queries into a cohesive information request, usually via one or more
JOINs and WHERE restrictions, to answer a compound question. For example if we want a list of
all parties and the names of cities where they have addresses, and if we wish the list to
include parties for whom no addresses are recorded, we have to retrieve information from two
tables, and coordinate it into one list. We do it with:
SELECT name, city
FROM parties
LEFT JOIN addresses USING (partyID)
ORDER BY name;

which says in English: list all parties whether we have an address for them or not, and where we
do have an address, show the city part of it. This molecular query pattern is an OUTER JOIN.
Most working queries are molecular. They have complexities in their SELECT lists, FROM clauses,
and in JOIN, WHERE, GROUP BY and HAVING clauses. To build such queries we need to pick up
where we left off in our outline of SELECT syntax in Chapter 6.

Molecular queries and relational algebra
Table 9-2 shows how eight basic operations of relational algebra map to MySQL query
commands. Projection SELECTs the columns of base or derived tables into the query result.
Product, restriction, partition and division select the rows to be included in the query result—
product via JOIN, restriction by WHERE, partition by GROUP BY, and division via nested NOT
EXISTS clauses.

Molecular queries
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Table 9-2: Relational Operations and MySQL Query Components
SQL statement
Operand
Definition
component

Projection

columns

Select specific columns to be included in the result
table

SELECT …, …,…

Product

rows

Return a result table comprising all combinations of all
rows of joined tables, or a subset of them

FROM, JOIN

Restriction

rows

Restrict row selection on some condition

Partition

rows

Subdivide result on value ranges

Division

rows

The inverse of product: divide a dividend table by a
divisor table to produce a quotient or results table.

Nested SELECT …
WHERE NOT EXISTS
… clauses

Union

tables

Combine rows from 2 identically structured tables
without duplication

UNION

Intersection

tables

Combine rows from 2 identically structured tables

Not implemented

Difference

tables

List rows from 1 of 2 identically structured tables

Not implemented

JOIN, WHERE,
HAVING
GROUP BY

The Cartesian product or CROSS JOIN of tables A and B multiplies tables A and B to produce table
AxB, which has all possible row-by-column combinations from A and B:
+-----+
| A |
+-----+
|key_a|
+-----+
| 2 |
| 4 |
+-----+

+-----+
| B |
+-----+
|key_b|
+-----+
| 1 |
| 7 |
| 3 |
+-----+

+-----------+
| table AxB |
+-----+-----+
|key_a|key_b|
+-----+-----+
| 2 | 1 |
| 2 | 7 |
| 2 | 3 |
| 4 | 1 |
| 4 | 7 |
| 4 | 3 |
+-----+-----+

Division inverts multiplication, so when we divide dividend table AxB by divisor table B,
• columns of the quotient table are dividend columns which are not in the divisor, and
• rows in the quotient table are the sets of quotient column values which occur in the
dividend for every divisor row.
Thus to manually divide table AxB by table B, list every key_a value that is paired with all key_b
values in AxB, then drop all duplications in that list, then drop any key_b values from every row.
SQL has no universal quantifier, so what is the SQL instruction for this? Well, ALL X IS Y means
exactly THERE IS NO X THAT IS NOT Y. SQL has a NOT EXISTS() operator, so we write relational
division in SQL as a doubly nested NOT EXISTS query:
SELECT DISTINCT key_a
FROM AxB WHERE NOT EXISTS (
SELECT * FROM AxB AS x1
WHERE NOT EXISTS ( SELECT * FROM AxB AS x2 WHERE x1.key_a = x2.key_a )
);

Union, intersection and difference combine two or more identically structured tables produced
by queries using the five other relational operations. A union ORs the two query results,
removing duplicates. Intersection ANDs them. Difference XORs them. MySQL supports UNION.
The absence of intersection and difference need not be a problem. For example if you need a
query like …
Page 194

Query design

Designing Queries for MySQL
SELECT id2 FROM tbl WHERE id1 = 1
INTERSECT
SELECT id2 FROM tbl WHERE id2 = 2;

in MySQL 5 you can write …
(SELECT ID_2 FROM tbl WHERE id1 = 1)
UNION DISTINCT
(SELECT id2 FROM tbl WHERE id1 = 2);

or …
SELECT a.id2
FROM tbl AS a, tbl AS b
WHERE a.id_2=b.id2 AND a.id_1 = 1 and b.id1 = 2;

So we can refine our definition of the art of query building: it is the art of correctly and efficiently
combining projection, product, restriction, partition, division and union to extract desired
information from a database.

Subqueries
A subquery or inner query is a parenthesised SELECT nested in another query. It may be …
• a table subquery returning a derived table, or
• a subquery returning one scalar value, or an implicit row of them, or
• an expression subquery returning a scalar value.
A subquery is correlated if it has a reference to an entity in its outer query; a correlated subquery
cannot run by itself. It is uncorrelated if it can run without its outer query. It may appear …
• in a SELECT list, where it must return a scalar value;
• in a FROM clause, where it must be a table subquery and where it serves the same
purpose as the name of a base table or View;
• as an argument for IN() or EXISTS() in a WHERE or HAVING clause, where it is a
quantified predicate subquery returning a list or row of 0 or more values;
• as an argument for a comparison operator in a WHERE or HAVING clause.

Practical Molecular Queries
Query formatting
The easier a query is to read, the more likely it will be correct, all other things equal, and the
more likely it will be correctly understood. In SQL, as in other coding languages, there may be no
one formatting style that is demonstrably best for all occasions. But you are asking for trouble if
you format queries inconsistently, sloppily or ad lib. We prefer:

To read the rest, buy the book…
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MySQL APIs
A main strength of MySQL is its Application Program Interface (API) system. The fundamental C
API can be the backbone of an API for any language. Third parties have published such APIs for
Perl, PHP, Python, Ruby, Delphi, Kylix, Eiffel and more. MySQL AB publishes open source APIs
called connectors for Java, .NET ODBC, and now C++. Connector/NET opens MySQL to any
.NET language including Visual Basic and C#. Connector/ODBC opens MySQL to Microsoft
Access and any other language that can talk to ODBC.
A MySQL API is a collection of recipes for executing MySQL commands in a particular
programming language or environment. In most APIs, you will find all the DDL and DML
functionality you need—functions to create, drop and use databases, tables and so on, plus
functions to select, insert, update and delete.
A MySQL-enabled application tends to do four basic things again and again:
• connect,
• issue queries to retrieve and store data,
• update user data views, interfaces and reports accordingly,
• disconnect.
The more you partition presentation from data management, and the more you design to Use
Cases (Chapter 5), the more useful the MySQL API system becomes, and the less crucial becomes
your programming language. Development environments like Java and .NET encourage, even
require such structure. Scripting languages like Perl and PHP do not; you are solely responsible
for encapsulating code in routines for each Use Case, then breaking out smaller units of work
into functional modules or objects.

Why these APIs?
No book has enough pages to cover all language interfaces to MySQL. Which will be most
interesting and necessary in a year, in three years?
Judging by the fairly steady rate at which new questions are posted to MySQL help forums
(http:// forums.mysql.com/index.php), the PHP API is used twice as much as Java, .NET or
ODBC, five times as much C and C++ combined, ten times as much as Perl, 40 times as much as
Python, and 80 times as much as Ruby. We take the PHP, .NET, ODBC, Java, Perl and C APIs to
be essential. New kids on the block like Python and Ruby have not converted very many PHP or
Java users.
The ODBC, Perl and PHP APIs have small function sets, so productivity comes quickly. Even for
Perl and PHP, though, a thorough account fills a large book. In the case of Java and .NET, a
thorough account fills a bookshelf. Our API chapters do not even remotely approach
thoroughness. We offer them as user-friendly entry points, pathways to early productivity, and
above all as invitations to further study, experiment and practice.

Java
Java is everywhere. The fact that both IBM and Sun champion Java ensures Java's continuing
penetration into enterprise computing, most of which currently runs on Windows. Part of IBM’s
pitch is the move from Windows to Linux, but from our perspective that is almost irrelevant.
Whether or not an organisation converts to Linux, Java will be there. In the emerging world of
web services, Java is a major player. The MySQL bridge to this world is Connector/J.
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ODBC
Connector/ODBC (formerly MYODBC) enables any ODBC-compliant language to connect to
MySQL. A single API works for Access, Visual Basic and C++, Delphi, PowerBuilder – virtually
any Windows development environment.
From the Linux perspective, familiarity with Connector/ODBC will help you address databases
trapped in SQL Server, or Access, or Approach, or QuickBooks.

.NET
The .NET framework is impressive, and so is Microsoft’s marketing. A formidable marketing
team becomes much more so when it is selling a quality product, and .NET is a quality product.
Connector/NET is the MySQL bridge to that platform.
The .NET framework offers its own variety of language-abstraction. As Java has a runtime that
interprets javacode instructions, so .NET has a Common Language Runtime (CLR) that
interprets CLR instructions. Languages that support .NET speak to the CLR, which in turn
passes instructions to the operating system, printers, other programs in memory and so on. If
you write module u in Visual Basic, v in C#, x in C++, y in Eiffel and z in Java, you can already
get the first four of these to run against the CLR, and there is a project underway to make this
possible for Java too.
This is a very powerful model. But it's largely confined to Windows environments, the Mono
project to implement the .NET CLR on Linux notwithstanding.

Perl and PHP
Most MySQL installations are part of a LAMP (Linux-Apache-MySQL-Perl/ PHP) setup. For
years, software futurists have been predicting that this combination would soon fade into legacy.
It has not happened.
Given high-powered tools like Java and .NET, why not? Perhaps for the same reason Ali could
knock out bigger opponents: LAMP is light enough on its feet to float like a butterfly and sting like
a bee. A website with database smarts and user validation can go from idea to deployment in
hours rather than weeks, months or years. Perl developers can use a database interface plugin
(DBI), and a MySQL driver plugin (DBD-mysql). The mysql, mysqli, PDO-MYSQLND and PHPMYSQLND APIs connect PHP with MySQL.

C and C++
Truth be told, not many clients are brave, patient or rich enough to underwrite development of a
multi-user database application written in C or C++. Nevertheless, it often happens that a
module needs the speed of one of these languages. MySQL offers the C API and Connector/C++.
If you don’t need them now, you don’t lose much by skipping over this chapter. On the other
hand, you don’t know when you’ll need the information, do you?

Choosing an API
You may have the freedom to choose an API, or your current application may force your choice,
or your client may. When the choice is yours, you must consider several factors:
•

In-house developer skills – what language do you and the in-house talent know?

Choosing an API
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•

Development schedule – how quickly must you deliver the application? The higher the
language level, the quicker the delivery. If hurry is the leading consideration, you can’t
beat LAMP.

•

Performance and scalability – do you expect 10 users per day, or 10 million?

•

Supported platforms – how many platforms must your application run on? Even if your
answer is just an intranet or the web, you have to allow for significant browser
differences. If you are deploying to a Windows-only shop, you can take liberties. If you
have to anticipate Windows and *nix and Macintosh, you must ensure that whatever you
write ports to each environment.
How do Java, PHP and .NET compare on platform versatility, development speed, availability of
development tools, scaling, and maintainability? If your project needs to reach *Nix and MAC,
.NET is not a leading option. GUI and RAD development tools for Java and .NET are much more
sophisiticated and powerful than for PHP, and their O-O structure greatly improves
maintainability. On the other hand, PHP shines for quick development, and many argue it
actually scales better than Java.

Summary
For every important programming language, the MySQL API is out there. With luck, our choices
match your situation. In that event, focus on the chapter of interest and read the others when the
need arises.
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Using Connector/ODBC
There is a widespread misconception that Open DataBase Connectivity (ODBC) is for Windows.
The misconception is a tribute to Microsoft's success in marketing Windows. ODBC is
Microsoft's cross-platform application programming interface (API) for database access. A long
time ago, it even had meaningful competition.
ODBC is based on the Call-Level Interface (CLI) specifications from X/Open and ISO/IEC for
database APIs, and uses SQL as its database access language. This provides you with a means to
use SQL to address any database that supports ODBC, even if the database does not directly
support SQL! For example, dBASE III does not support SQL, but there is an ODBC driver for
dBASE III files that does support SQL.
ODBC is interoperable, but that interopability is a double-edged sword. It permits a single
application to address different data sources without changes in source code—a gain in
programming efficiency. But it implies that any ODBC-compliant application can address any
database—a loss in execution efficiency since interfacing with multiple database drivers cannot
be done in zero time.
ODBC permits applications like Word, Excel, Access, PowerBuilder, Kylix, Delphi, Perl, Python,
StarOffice and many others to call functions in the ODBC interface, without regard to the actual
implementation of those functions, with results of guaranteed predictability. The responsibility
for implementing the commands is left to the supplier of the particular ODBC module. These
modules are called drivers; they insulate applications from database-specific syntax.

ODBC architecture

Fig 11-1: ODBC architecture
Application communication with a data source via ODBC goes through a driver manager and a
corresponding driver. The job of the driver manager is to manage communication between
applications and ODBC drivers. The Windows interface to ODBC driver managers is a system
program known as ODBC Administrator, an interface for defining data source names (DSNs).
Once a DSN is defined, an application may connect to it simply by specifying the name of the
DSN rather than by providing all its particulars.
The ODBC driver's job is to provide an SQL-enabled application interface for communicating
with a data source. ODBC drivers may be provided by database or third-party vendors. MySQL
AB provides the MySQL driver Connector/ODBC (MyODBC),

Connector/ODBC in Windows
Download this driver from http://dev.mysql.com/downloads/connector/odbc/3.51.html.
Installation (Chapter 3) requires four mouse clicks. It's nearly impossible to get wrong.
ODBC architecture
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Fig 11-2: ODBC Administrator

Fig 11-3: Select the MySQL ODBC driver for the DSN

Under Windows, ODBC Administrator is the only maintenance tool you need for ODBC Data
Source Names (DSNs). To test adding a DSN, run the ODBC Admin tool from Control Panel |
Administrative Tools (Fig 11-2), click on Add, select MySQL ODBC 3.51 driver from the driver list
(Fig 11-3), enter the connection parameters (Fig 11-4) you usually use for connecting to the server
from the mysql client, and click Ok.

To read the rest, buy the book…
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Using PHP with MySQL
PHP was invented in 1995 as Personal Home Page/Forms Interpreter or PHP/FI. Within two
years it morphed into something very like its present form. We are free to interpret its acronymic
name as we please, say, Pretty good Hypertext Processor.
An old maxim says it takes 600 hours to learn your first programming language but just 100 to
learn the next one. PHP is spectacularly quicker. People who have never programmed have been
known to get PHP web pages up in a few hours. Experienced programmers have been known to
get their first PHP web pages up in an hour or less.
This ultimately utilitarian scripting language has three main uses:
• server-side scripting requires the PHP parser, a web server and a web browser, is ideal
for rapid generation of dynamic web pages, and is the focus of this chapter;
• command-line scripting requires only the PHP parser, and is ideal for scripts that run
under Linux/Unix cron or the Windows Task Scheduler;
• client-side GUI applications, only with a very good knowledge of PHP and a GUI add-in
tool like GTK (http://gtk.php.net).
PHP is so flexible, a hobby industry of 'inappropriate' uses has grown up; for example a Swedish
programmer wrote a TCP/IP stack and web server in PHP. Such flexibility has its dark side:
function call interfaces can be inconsistent, and documentation can be incomplete.
PHP versions 4 and 5 support many RDBMSs including MySQL. Soon after PHP's first release,
web developers discovered that generating HTML from PHP and database data is quick and
efficient. The PHP-enabled server makes no demands on the client beyond ordinary HTML
rendering. Nothing analogous to a Java engine or Javascript processor is required. Lightweight
scripts running efficiently on a server and imposing no special demands on the client are a web
developer’s dream. So from early 2000 to mid-2005, the number of Domains in the world using
PHP grew from one million to 23 million. The curve has since flattened. At least two-thirds of the
world's web servers run PHP. The combination of Linux, Apache, MySQL and PHP (LAMP) has
become a standard. So too has WAMP: Windows, Apache, MySQL and PHP. The ratio of active
WAMP to WISA (Windows-IIS-SQL Server-ASP) servers now runs at about 3:2.
Whether a machine is running *Nix or Windows, if it is to serve up web pages containing
embedded PHP scripts, the PHP interpreter must run inside the machine’s web server. In this
chapter we describe how to use PHP with MySQL under Apache 2 web server in Linux and
Windows, and under IIS in Windows.

Installation
The simplest way to set up a web server where MySQL databases can drive PHP and Perl scripts
under Apache is to download XAMPP from http://www.apachefriends.org/en/xampp.html for
your operating system, and follow the instructions. It also installs phpMyAdmin. If this works for
you, you can skip now to PHP Basics on page 240.

Installing Apache 2 and PHP under Linux
Installing Apache
At the time of writing, Apache 2 is the only Apache version to consider for most purposes.
Download the latest stable release from http://httpd.apache.org/download.cgi. which also has
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up-to-date instructions on how to verify the download. Move the file to /usr/local/src/lamp,
unpack it and make it, for example for Apache version 2.0.49 …
tar xsf httpd-2.0.49.tar.gz
cd /usr/local/src/lamp/httpd-2.0.49/
./configure --prefix=/usr/local/apache2/2.0.49 \
--enable-modules=all \
--enable-so
make
make install
ln -s /usr/local/apache2/2.0.49 /usr/local/apache2/current

To start Apache 2 whenever the server boots, do this:
\cp /usr/local/apache2/current/bin/apachectl \
/etc/rc.d/init.d/httpd2
cd /etc/rc.d/rc3.d
ln -s ../init.d/httpd2 S20httpd2
ln -s ../init.d/httpd2 K20httpd2

Installing PHP
If your *nix installation does not already include PHP, download a recent stable version of PHP
from http://www.php.net/downloads.php. Unpack and build—it sounds simple enough, but
combinations of *nix, Apache and PHP yield dozens of variations, each of which requires a
somewhat different build and configuration sequence. Some information on this can be found at
http://www. php.net/manual/en/install.unix.php, but the INSTALL file in the download package
offers a fuller account of the variations. Read the INSTALL file carefully to choose which flavour
matches your *nix and Apache installations, and follow the corresponding step-by-step.

Configuring Apache and PHP
Apache looks for Web pages to serve to clients in DocumentRoot. To change what it points to,
use a text editor to edit it in http.conf, for example
DocumentRoot /usr/web

then set permissions in the Apache htdocs directory, for example:
chown -R nobody:nobody /usr/web/

In a text editor, look for AddType in /usr/local/apache2/current/conf/httpd.conf, and add:
AddType application/x-httpd-php php
AddType application/x-httpd-php-source phps

Next, look for the LoadModule commands in httpd.conf, and add:
LoadModule php4_module modules/libphp4.so

If Perl is already installed, as it likely is, a LoadModule command for Perl will already exist. If
Perl is not yet installed, it very likely soon will be, so add:
# LoadModule perl_module modules/mod_perl.so

which you can uncomment as soon as Perl is available.
Now look for a line beginning with DirectoryIndex, and ensure that it includes:
DirectoryIndex index.html index.html.var index.php

Start Apache:
/etc/rc.d/init.d/httpd2 start

Installing Apache 2 and PHP under Linux
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Visit http://localhost with your browser and you should see the Apache home page. Now
you can delete the sample files in /usr/local/apache2/current/htdocs/. If you have an
index.html to copy there, do so, or use your text editor to create a barebones index.html:
<html>
<head><title>default server page</title></head>
<body>Default Server Page</body>
</html>

To test PHP, use your text editor to make /usr/local/apache2/current/htdocs/phptest.php:
<?php phpinfo(); ?>

and call it in your browser as http://localhost/phpinfo.php. It should display a long PHP
status page giving a full readout of the PHP modules you have installed.

Installing Apache 2 and PHP under Windows
For our latest step-by-step see http://www.artfulsoftware.com/php_mysql_win.html. Apache
2 for Windows is reliable, full-featured and free, so it is the web server of choice for Windows as
much as it is for *nix. Starting with version 4.3, PHP does not run on Windows 95. No version of
PHP runs as a service under Windows 98. So you need Windows 2000 or later.

Installing Apache

Fig 12-1: Apache 2 Windows Installation Wizard

If you have Visual C++ 5.0 or later, or Microsoft Visual Studio, you can build Apache from
source, but under Windows that may be the worst way to get started with Apache. The build
process under Windows is complex even inside the Visual Studio IDE, and hair-raising from the
command line. So, unless you just plain enjoy creating and debugging makefiles, you are better
off getting a Windows Installer binary distribution from http://httpd.apache.org/download.cgi.
By the time you know enough about Apache to know what customisations you need, you may be
ready for the Apache build process.

To read the rest, buy the book…
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Originally written by Larry Wall as a supplement to the USENET reader, Perl (“Practical
Extraction and Report Language”) is used widely for scripts that run from operating system
prompts, that send and receive email, and that generate dynamic web pages. It combines the
syntax of many traditional command-line languages—C, C++, sed, awk, grep, sh, and csh—into a
tool that is famously flexible, and compact or even terse. It is useful especially for list processing.
If you are new to Perl, you might want to supplement reading this chapter with working through
an introductory tutorial (see Further Reading at the end of the chapter). Perl web scripts need a
web server; if you will use Apache but have yet to install it (Chapter 12), do it now. Likewise for
installing the tracker database (Chapter 5) before trying these examples.

Installing Perl
ActiveState Perl is now pretty much the standard implementation. Download the current build
for your operating system from http://www.activestate.com/Products/ActivePerl. Build
numbers 6xx are for version 5.6.x; build numbers 8xx are for versions 5.8.x, which is
recommended. Under Red Hat Linux 6.2 or later, install ActiveState Perl with
% rpm -i ActivePerl-<VERSION_NUMBER>.<BUILD_NUMBER>-i686-linux.rpm

For other Linux versions, you may find you have the generic installer, which can be installed by
an unprivileged user:
% tar zxf ActivePerl-<VERSION_NUMBER>.<BUILD_NUMBER>-i686-linux.tar.gz
% cd ActivePerl-<VERSION_NUMBER>
% ./install.sh

whatever location you specified. Call the Perl installation path <PERL_INSTALL_DIR>. Add <PERL_
INSTALL_DIR>/bin to the PATH environment variable, for example:
% setenv PATH /usr/local/ActivePerl-<VERSION_NUMBER>/bin:${PATH}

ActivePerl for Windows comes as a Microsoft Installer file, ActivePerl-<VERSION_ NUMBER><WIN_VERSION_NUMBER>-x86.msi. If Apache is running, bring it down. Double-click on the
installer file and let it install to its default folder, %systemdrive%\perl. If you will be running IIS
rather than Apache, be sure to enable installation of ActivePerl/Perl/ISAPI. ActivePerl will
automatically add %systemdrive%\perl\bin to the environment PATH variable, and will
associate .pl files with Perl.
ActiveState Perl documentation is at <PERL_INSTALL_DIR>/html/index.html.
Installation details are in <PERL_INSTALL_DIR>/html/index.html.
No matter what your operating system, you need several Programmer’s Package Manager (PPM)
modules. From a command prompt execute
ppm query *

and search the list for
Data-Dump
DBD-mysql
DBI

DBD-mysql is the Perl Database Driver for MySQL. DBI refers to the Perl Database Interface
layer, an abstraction layer which liberates Perl code from having to deal with the details of
particular database drivers. To obtain missing packages, navigate to the ActiveState PPM
Repository at http://ppm.activestate.com/PPMPackages, click on the build number that
Installing Perl
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matches the Perl build you have downloaded, select your operating system, download the
packages to the folder of your choice, make that directory current, and for each <packageName>
execute:
ppm install <packageName>

If this fails because your operating system cannot find ppm, <PERL_INSTALL_DIR>/bin is not yet
in the PATH. Correct that, reboot and try again

Perl and CGI
Perl is a scripting language. Under *Nix, a Perl script can run if its first line says
#!<PERL_INSTALL_DIR>/bin/perl

for example
#! /usr/bin/perl

and if the following command has executed against a Perl script:
chmod +x <scriptName>

Under Windows, the script’s first line should also point at the Perl executable, for example
#! c:/perl/bin/perl.exe

and the script runs with the command
perl <scriptName>

When a Perl script runs in a command-line environment, the Perl interpreter’s output to
stdout comes to the terminal window. Thus running test.pl,
#! /usr/bin/perl
print "This is from source file test.pl\n";

from a command prompt produces
This is from source file test.pl

Web deployment
If we format the output of test.pl for HTML,
#! /usr/bin/perl
print "Content-type: text/html\n\n";
print "<html><body>This is from source file test.pl</body></html>";

we deploy the script as a web page for Apache 2 by dropping the script into the Apache 2 cgi-bin
directory. On *Nix but not Windows, deployment also requires that we execute these two
commands:
chmod 500 test.pl
chown <apache_user> test.pl

where <apache_user> is the *nix username under which Apache runs. Then simply browsing
http://localhost/cgi-bin/test.pl produces script output in your web browser.

To read the rest, buy the book…
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Java is a decade younger than C++, two decades younger than C, and more widely known than
either—because it is net-centric, it supports client-side and server-side development, it runs
almost anywhere, it hides its pointers, the Java Database Connectivity (JDBC) API supports
transparent database connections, and it enables multi-tier application architecture.

Fig 14-1: Some Java Application Models

You can build standalones with Java, but in this chapter we focus on web development. A
database-driven Java web application generally has client, application server and database
server modules. It can be as modest as a few JavaServer Pages sharing a server with a database,
or it can be a model-view-controller, multi-tier application distributed across servers round the
world. Application and database servers may be merged physically, but architecture remains
logically three-tiered.
Sun says Java is architecture-neutral, object-oriented, portable, distributed, high-performance,
interpreted, multi-threaded, robust, dynamic, secure and simple. All but the last of these claims
are plausible. James Gosling's first "Oak" interpreter in summer 1991 may have been simple, but
even the first Java SDK, released in 1996, had 212 interfaces and classes. Now the enterpriselevel product is many hundreds of megabytes unpacked. Documentation adds hundreds more
megabytes, equivalent to dozens of thick books. Simple, Java isn't. It's huge, verbose, and
entirely object-oriented, like a vast set of Russian dolls. Its learning curve is steep and long.
There is no dashing off a wee four-line Hello World! server-side webapp just to get the feel of
it.
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This limits Java’s usefulness for quick development of database-driven applications. In Chapter
12 we saw how to quickly write a robust, general-purpose, master-detail database browser with
PHP. Can good non-trivial database applications be developed rapidly with Java and JDBC?

Architectures
The client side may consist of just HTML and a web browser—a thin client—or may contain
compiled Java code in client-side web application modules. Server-side components may reside
on any number of servers, often in server plug-ins called containers. One or more servers will
host the database. Server software will have to include database drivers and their APIs.
On the client side or tier, the Java platform has two parts, the Java Application Programming
Interface (API), and the Java Virtual Machine (JVM). From a .java source file, the Java
compiler writes a .class file containing executable bytecodes. The JVM executes these bytecode
sequences. The existence of a JVM for an operating system makes it possible for any machine
running that OS to run any Java program. Whence the slogan, "write once, run everywhere", or
as cynics say, "write once, debug everywhere".
Server tiers (Fig 14-1) may include web servers, application servers and database servers. Servers
deliver Java modules to clients in various forms. When there are multiple database servers, data
may be packaged for delivery to clients in Enterprise JavaBeans (EJB), in which case the beans
generally reside on a business tier, the databases to which the EJBs relate likely reside in a
separate database tier, and the web tier probably hosts small Java programs, Java Server Pages
(JSPs) and servlets communicating with web clients, and optional clientside JavaBeans. Servlets
and JSPs must run in HTTP plugin servlet containers. Sun maintains a list of available servlet
containers at http://java.sun.com/products/servlet/industry.html.
A page received from the web tier can include an embedded applet—a small application written
in Java, compiled by the Java compiler, and executing in the client's browser under control from
the Web tier. It may also include JavaBeans.
An application client usually includes a graphical user interface (GUI) made with a tool like
Swing or Java's Abstract Window Toolkit (AWT). It may connect to a servlet or JavaServer
Page (JSP) in the web tier, or directly access JavaBeans in the web tier.
A thin client does not directly execute business rules, query databases, or connect to legacy
applications; these jobs are delegated to modules running on a J2EE server.
JDBC, the specification for Java database connectivity, has two parts:

•

java.sql, eighteen basic interfaces and seven basic classes for accessing and processing

•

javax.sql: 12 interfaces and two classes extending the JDBC API from client-side to

data stored in a data source, usually a relational database, and
server-side API supporting connection pooling, distributed transactions, and an
advanced data retrieval and update mechanism called RowSets.
There are four types of JDBC driver. Only one of them, type 4, permits a client machine running
only a browser and the JVM to call the DBMS server directly. Type 4 drivers eliminate both
custom client code and middleware. MySQL publishes the Type 4 JDBC driver Connector/J.

Pieces of the puzzle
To develop MySQL-driven Java web applications, you need to get as many as seven moving (but
free) parts working together:
Architectures
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•
•
•

the client-side Java bundle, Java 2 Standard Edition (J2SE),
the server-side Java bundle, Java 2 Enterprise Edition (J2EE),
a web server: Apache (Linux/UNIX, Solaris, Windows), Internet Information Server
(IIS, Windows), or Sun Application Server (*nix, Solaris, Windows),
• for many web servers including Apache, you need a servlet container, e.g., Tomcat,
• the MySQL-Java JDBC driver, Connector/J,
• to use connection pooling in your webapps, you need either pooling resources supplied
by your application server or container, or a freestanding connection pool resource like
Jakarta Commons DBCP;
• for all but the simplest projects, an integrated development environment (IDE) like
Eclipse or NetBeans.
The first two, J2SE and J2EE, are available in free bundles from Sun. See Chapter 12 for how to
install Apache. For a reliable cross-platform servlet container, nothing beats the simplicity of
Tomcat. It also functions as a standalone Java web server, includes an integrated copy of Jakarta
Commons DBCP for connection pooling, and suffices nicely to run all this chapter’s examples. So
you can get by for now with three bundles—J2SE/J2EE, Tomcat, and Connector/J.
Will a budget web hosting provider also serve Java? Till recently, the minimum webserver
configuration for Java has been a Virtual Private Server. That’s begun to change.

Download and install Java
The Sun Java download web interface changes often. The current master download page is
http://java.sun.com/javase/downloads/index.jsp. Download a package that includes the
Application Platform plus the Java Development Kit. In Windows your Java development life
will be simpler if you install into a path without spaces in it; otherwise let the installer pick the
target folder. Here we refer to the installation folder as <JAVA_INSTALL_DIR>. The installation
may finish with a QuickStart web page which explains how to start the Default Server under both
Linux and Windows. Tomcat is suitable for this chapter’s examples. Ensure that these
environment variables are set:
• J2EE_HOME to <JAVA_INSTALL_DIR>,
• JAVA_HOME to <JAVA_INSTALL_DIR>/jdkVERSION,
• CLASSPATH to .;<JAVA_INSTALL_DIR>/jreVERSION/lib/ to enable standalone
Java compilation with a default CLASSPATH on the javac command line,
where VERSION will be something like 1.6.0_05. Ensure that <JAVA_INSTALL_DIR>\bin is
in the system path so you can call java and javac from anywhere. Java was invented by UNIX
hackers, so *Nix installation is usually as easy as the above suggests. Windows can be another
story2. On a recent XP installation, these settings proved to work:
set J2EE_HOME=c:\program files\java
set JAVA_HOME=c:\program files\java\jdk1.6.0_05
set CLASSPATH=.;c:\program files\java\jre1.6.0_05\lib

Do not count on Windows to accurately substitute environment variable contents in these
settings! Test everything. When all settings check out, reboot the machine.

Download and install Tomcat
To read the rest, buy the book…
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Why .NET?
.NET is a large, evolving collection of old and new Microsoft technologies, bundled into development and server packages—1.1 for Windows 2000 and later, 2 & 3.5 for XP and later. It includes:
•

a kernel, the .NET Framework, that implements HTTP (Hypertext Transfer Protocol),
XML (Extensible Markup Language), SOAP (Simple Object Access Protocol), and UDDI
(Universal Description Discovery and Integration). There are multiple versions of .NET
Framework available: 1.1, 2.0, 3.5;
• data handling classes bundled as ADO.NET (ActiveX Data Objects);
• Internet Information Services (IIS);
• a Common Language Runtime (CLR), a virtual machine for executing code compiled
from various languages (analogous, and not accidentally, to the Java Virtual Machine);
• ODBC.NET, a wrapper for ODBC drivers;
• Microsoft's SQL Server;
• ASP.NET (Active Server Pages .NET), an environment for developing web applications
using VBScript, JScript, Perlscript, Python, Visual Basic, C#, C, Cobol, and even
Smalltalk or Lisp; now in two versions, 1.0 and 2.0;
• Visual Basic .NET;
• Visual Studio: an elegant, expensive application development environment incorporating all the above, like .NET Framework in three versions—VS 2002, 2003 and 2005;
• Web Matrix: a web application development environment for NET Framework versions
1 and 1.1, simpler than Visual Studio and free;
• Visual Basic, C#, C++, J++ and WebDeveloper 2005 Express Editions, which are
basically free language-specific follow-ons from Web Matrix for .NET Framework 2.0.
.NET supports true O-O programming with inheritance, polymorphism, and encapsulation. It
offers tremendous language flexibility, debugging support, and multi-level authentication—a
must for multi-tiered web applications. If Visual Studio is too rich for your budget, you can use
Web Matrix with .NET Framework 1.1, Visual Web Developer with later NET Framework
versions, or a Borland tool like Delphi or C++ Builder. Since .NET is available for virtually any
device that can reach the internet, it invites development of leasable on-demand software. To
browse options, see http://msdn/microsoft.com/vstudio/products/compare (Visual Studio
2005) or http://download. microsoft. com/download/5/9/0/590E8F3D-77B1-4C5A-9FA70C526409836F/VisualStudio2008_Comparative. xls (Visual Studio 2008). All that power, and
convenience, and flexibility, and robustness, are strong reasons to consider .NET.

But …
All that flexibility, robustness and marketing, cost you money, computing power, efficiency,
freedom, and security.
About the money: Some .NET elements—including .NET Framework, Web Matrix for .NET 1.x,
Web Developer for later Framework editions, and language-specific Express editions—are free,
so you can develop real applications without a big purchase. Middleware that connects .NET to
MySQL databases (Connector/NET from MySQL) is free too. But if you want the full-fledged
.NET development environment, you will find that Visual Studio .NET costs $500 to $2,500
depending on the package, and the total cost of ownership, including add-ins and necessary
updates, runs beyond the affordable range of many a small organisation.
Why .NET?
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About the computing power: If the machine where you run Visual Studio is limping along with a
half a gigabyte of RAM or less, or a slow processor, be prepared for endless frustration till you
upgrade. You need a gigabyte of RAM at least, and for acceptable performance, double that. The
more computing power you throw at Visual Studio, the happier you will be.
About efficiency: The magic of .NET database interoperability is an XML layer between code and
data source. That mapping costs you CPU cycles, memory and time. So does the huge .NET class
hierarchy. ASP and ODBC impose additional length on code paths, are memory-hungry, and
execute slowly—serious problems for web applications and their servers.
And if, to keep costs down, you are considering ODBC.NET, there is the double-edged question
of database independence. If application code is free of specifics tying it to a particular RDBMS,
the database backend can be swapped out like a battery in a car. Isn't that a terrific advantage?
Yes and no. Yes to the extent that the application's SQL scripts are limited to entirely portable,
vanilla code. No to a similar extent, since the degree to which the SQL code is generic is the
degree to which the code fails to take advantage of optimisations available in a specific RDBMS.
Database independence is good for portability. Database dependence is good for performance.
About freedom and security: Microsoft products are famous for features which "encourage" use
of other Microsoft software. ASP.NET officially requires that you deploy on Microsoft's IIS,
which is infamous enough for security vulnerabilities to inspire a steady march away from it,
especially to PHP and Apache. It doesn't matter whether IIS vulnerabilities are due to bad code,
or to hacker preferences. The problems are serious, they continue, and they cost.
You may be able to use .NET and sidestep IIS. Covalent Technologies discontinued its Apache
web server that supported ASP.NET, but you can run a website on Apache and relay requests to
IIS running internally on another machine. Or you can switch to Linux/UNIX and develop
ASP.NET applications using Novell's Mono (http://www.mono-project.com/about/index.html).
The choice between PHP/Apache and .NET is a matrix (Table 15-1). .NET is extremely powerful
and versatile. It is rigorously O-O, designed with the enterpise in mind, supported by the biggest
software company on the planet, and here to stay. The Visual Studio IDE is spectacularly good.
Total cost of PHP/Apache ownership is much lower, though, because full-featured downloads are
free, upgrades are free, many add-ins are free or nearly so, and there is a huge and helpfully
responsive user community. No open-source development company will charge you money to
report a bug, and the PHP and Apache open-source development groups are very good at
correcting bugs quickly. PHP and Apache run on every platform you are likely to work on or port
to. Which line items in the matrix weigh most heavily in your situation will determine whether
.NET should be your choice.

To read the rest, buy the book…
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The C API
First let’s get clear on names. The MySQL Native C API is a compiled C library for connecting to a
MySQL database server. It has two other names: libmysql1, and since April 2009 Connector/C, a
new packaging of library source for separate compilation (http://dev.mysql.com/doc/refman
/5.1/en/connector-c.html). The C API is also the kernel of other MySQL APIs, for example for
Perl, Python and ODBC.
We can write MySQL-enabled applications in PHP, Java, Perl, Python, Ruby, Visual Basic,
Microsoft Access, Visual C#, or a variety of other languages. The code in these apps will run more
slowly than compiled C, but that difference is usually small compared with transmission times
and query execution times. And development time for a C application may be ten times longer.
Then do we still need to know how to write C code for MySQL? Yes. Many MySQL-enabled C
applications are still running, and need to be maintained. Some computation-intensive modules
and programs need to run in native code for specific classes of machine. The C API is the
foundation for other MySQL APIs, so understanding the C API deepens our understanding of the
others. And C++ is a viable development platform.
That said, the C API for MySQL 5 is now large enough to merit a book in its own right. Our aim is
to provide an entry point that will get you started.

C Compilers
A C compiler is included on most Linux/UNIX systems, commonly the GNU Ansi C Compiler
Collection (GCC, currently at version 4.2.2) or a variant of it.
Many good C/C++ compilers for Linux/UNIX and Windows are freely downloadable. Those for
Windows include Microsoft Visual C++, Borland C++ and Borland Turbo C. The full Visual
Studio 2005 and 2008 packages cost hundreds of dollars but Visual C Express 2005 and 2008
include excellent compilers. Many C compilers are listed at http://www.thefreecountry.com
compilers cpp.shtml. GCC for Windows is in the Cygwin devel package (http://www.cygwin.
com). You can download LCC32 from http://www.cs.virginia.edu/~lcc-win32.
All C compilers have their own installation sequences and configuration quirks. There are too
many of both to document here, so we start here by presuming you have got as far as compiling
and running Hello World! with your particular compiler and linker.

MySQL C API data types
As with Perl, PHP, Java, ODBC and .NET APIs, the mainstays of the MySQL C API are sets of
functions that manage connections, queries, resultsets and prepared queries. These functions use
data types and structures specified in mysql/include/*.h and enumerated at http://dev.mysql.
com /doc/refman/5.1/en/c-api-datatypes.html and http://dev.mysql.com/doc/refman/5.1/en
c-api-prepared-statement-datatypes.html. There are a few that your C API programs or modules
will often need to reference::
• my_bool, a MySQL pseudo-boolean implemented as a single char,
• my_ulonglong, an unsigned long,
• MYSQL, a structure which holds connection information,
• MYSQL_RES, a structure which holds a resultset,

1

not to be confused with libmysqld, which is the embedded server library
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•
•
•

MYSQL_FIELD, which holds metadata for one resultset column,
MYSQL_ROW, which holds the data of one resultset row as **char, and
MYSQL_FIELD_OFFSET, a numeric offset into a MYSQL_ROW.

MYSQL
The MYSQL structure holds connection information:
typedef
NET
gptr
char

struct st_mysql {
net;
// network params
connector_fd;
// SSL ConnectorFD
*host,
// connection params
*user, *passwd, *unix_socket, *server_version, *host_info, *info, *db;
struct charset_info_st *charset;
MYSQL_FIELD * fields;
MEM_ROOT
field_alloc;
my_ulonglong affected_rows;
my_ulonglong insert_id;
// next autro_increment id
my_ulonglong extra_info;
// Used by mysqlshow
unsigned long thread_id;
unsigned long packet_length;
unsigned int port;
unsigned long client_flag, server_capabilities;
unsigned int protocol_version;
unsigned int field_count;
unsigned int server_status;
unsigned int server_language;
unsigned int warning_count;
struct
st_mysql_options options;
enum
mysql_status status;
my_bool free_me;
// set by mysql_close
my_bool reconnect;
// automatic reconnect?
char
scramble[SCRAMBLE_LENGTH+1];
// session-wide random string
my_bool rpl_pivot;
// true if orig connection, not master or slave
struct st_mysql* master, *next_slave;
// self, or master & slave
struct st_mysql* last_used_slave;
struct st_mysql* last_used_con;
// used in replication
LIST *stmts;
// list of all statements
const struct st_mysql_methods *methods;
void *thd;
my_bool *unbuffered_fetch_owner; // MYSQL_RES or MYSQL_STMT flag set by
} MYSQL;
// mysql_stmt_close if resultset cancelled

To connect to a MySQL database, a C API program must declare a MYSQL instance …
…
#include <mysql.h>
…
MYSQL *conn;
…

To read the rest, buy the book…
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Database Administration
If you have a database, small or large, you have a database administrator (DBA). If your
organisation is small and you are its one and only software developer, you are the DBA. At the
other end of the continuum, your organisation may be big enough to support a DBA group and
you may be but one cog in it, with sharply defined responsibilities.
A simple, troublesome paradox governs the DBA's working life. To the extent a database
succeeds, its performance degrades. The better you do your job, the closer you get to failure.
Why? Because if an application is a success then in all likelihood the number of users is
increasing, their expectations are driving more and more change, data is accumulating at
increasing rates, and demands on all parts of the system push the system toward critical
slowdown and failure thresholds.
Leo Gerstner, a former CEO of IBM, said “Inside IBM we talk about ten times more connected
people, a hundred times more network speed, a thousand times more devices, and a million
times more data”. To contain the paradox of success, you build success and its consequences into
all aspects of the system design. So DBA responsibilities extend to all aspects of servers and the
databases that reside on them.
Life cycle stage

Table 17-1: Application Life Cycle
Product

Requirements analysis

Functional specification, UML diagrams, use cases

Logical design

Logical data design, user interface design, business rules

Database design

Database

Application design

Application model

Application development

Application

Application testing

Deployable application

Deployment

Working application

Maintenance

Mature working application

Application retirement

Data moved to new DBMS

In the life cycle of a MySQL application (Table 17-1), the DBA enters at the database design
stage, and stays till the application is retired. She has specific responsibilities at each stage:
•
•
•
•
•
•

Database design: Transform the logical data model into a physical database
implementation that meets application demands; plan server hardware acquisition and
allocation; set up database support for security and maintenance functions.
Application design: Help application designers develop a security scheme, queries,
updates, backup and recovery, and replication or mirroring.
Application development: Analyze and manage database modifications; begin to log and
analyze the application's interaction with the database.
Testing: Thoroughly analyse and test mockups of DBMS workload, throughput,
optimization, contention, backups, disaster planning and recovery.
Deployment: Install the database on production servers, and ensure that the database is
responding correctly to the application.
Maintenance: Continue analysis, maintenance and tuning of all aspects of the database;
participate in code refactoring; prevent disasters and manage recovery from them.
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•

Retirement: copy the data to the new DBMS, perhaps set up a read-only archive (OLAP)
version of the database.
Looking at these responsibilities end-on as it were, or cross-sectionally, we see that the skills
required of the DBA are wide and deep. They include management of
• data structures,
• data content,
• physical databases, including startup, shutdown, backup, recovery, failover,
• security, and
• performance,
and liaison with management, users, developers, operations staff, network administrators,
software vendors and ardware vendors. Not a trivial task list or skill set—all the more surprising
it is, then, that so many organisations leave database administration almost to chance.
We discuss MySQL server setup, application life cycles and how they relate to databases in this
chapter, administrative tools in Chapter 18, and planning and development of security in
Chapter 19.
In the era of worldwide web applications, 24x7 availability is the standard requirement, but
harder to meet as databases grow larger, applications grow more complex, users ask for more
and demand it sooner, and information technology grows more complex. What's more, downsizing has reduced many IT departments from large cadres of skilled specialists to leaner but less
well prepared cadres of generalists. One of us saw fifty-odd DBAs and application analysts
downsized in a day; for the next year or two in that organization, IT database services were
nothing like they had been.
When the cost of a database failure can run to millions of dollars an hour, you need serious
availability metrics and strategies. The simplest metric is percent availability over time. More
and more, the goal is what is called five nines, 99.999% availability, or just five minutes of
downtime a year. Almost perfect, you say? Not if the business is a brokerage house and the
downtime cost is seven million dollars a minute.
The strategy that gets you to five nines with MySQL is easy to formulate and expensive to
execute: design maximal reliability and inexhaustible redundancy into every aspect of the
system—networking hardware and connectivity, server hardware, disks, operating systems, the
DBMS, the database, the application and security.
To make matters worse for the DBA, a major DBMS vendor has estimated that 70% of database
outages are due to DBA error. This is due partly because in the world of database applications
and their management, change does not stop, most changes require planned outages, and such
changes are difficult to execute. As much as half of all database downtime arises from problems
encountered while executing planned changes.

To read the rest, buy the book…
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Command-line utilities
MySQL ships with many command-line database administration utilities (Table 18-1).
Table 18-1: MySQL 5 Command-line Utilities under Linux/Unix and Windows
Utility
Linux/Unix
Windows
Reads Option File
msql2mysql
Yes
No
No
myisamchk
Yes
Yes
Yes
myisampack
Yes
Yes
Yes
mysql_install_db
Yes
No
No
mysql_upgrade (Chapter 3)
Since 5.0.19/5.1.7
Yes
No
mysqlaccess
Yes
No
No
mysqladmin
Yes
Yes
Yes
mysqlbinlog
Yes
Yes
No
mysqlbug
Yes
Yes
No
mysqlcheck
Yes
Yes
Yes
mysqldump
Yes
Yes
Yes
mysqlhotcopy
Yes
Yes
Yes
mysqlimport
Yes
Yes
Yes
mysqlmanager
Yes
Yes
Yes
mysql proxy
Yes
Yes
No
mysqlshow
Yes
Yes
Yes
mysqlshutdown
No
To 5.0.5
No
mysqlslap
5.1.4
5.1.4
Yes
mysqlwatch
No
To 5.0.5
No
my_print_defaults
Yes
Yes
Yes
pack_isam
Yes
Yes
Yes
perror
Yes
Yes
No
replace
Yes
Yes
No

Windows versions of MySQL no longer include WinMySQLAdmin. MySQLAdministrator may
be downloaded from http://dev.mysql.com/downloads/gui-tools/5.0.html. For notes on
mysql_upgrade see Chapter 3, page 39. Mysqlmanager is discontinued in 5.4 and 6.0.

Command-line utility syntax and option files
Utilities that read option files generally do so under the conventions described in Chapter 3
(Using option files). They read from the [client] section of these files, and in addition from an
options file section named after themselves, so for example mysqladmin reads from a
[mysqladmin] section, if present. Options are single words, for example check, or hyphenated
words, for example update-state. If the option sets a variable, the syntax is the same as for
the server:
varName=value

You can also use command-line arguments to tell these utilities which configuration file(s) to
read, or to read no configuration file at all …
--defaults-file=fileName

which tells the utility to read options from fileName.
--defaults-extra-file=fileName
Command-line utilities
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This tells the utility to read fileName after reading the global option file(s).
--no-defaults

This tells the utility to read no option file.
Generally, utilities that read option files also accept command-line arguments which are those
same options prefixed with a double hyphen, for example --check, --update-state, or -varname=value. Often the program recognises one-character abbreviations of such commands,
for example -c for --check, -U for --update-state, and -O for the deprecated syntax --setvariable=varName=value. These abbreviations can be concatenated, for example -cU. You can
also instruct the programs to simply print help, arguments or version information, then exit:
-?, --help

Display help and exit.
--print-defaults

Display the options that would be in force without additional arguments, then exit (not
mysqlhotcopy).
-V, --version

Display version information and exit.
Since 5.1.21, mysql, mysqladmin, mysqlbinlog, mysqlcheck, mysqldump, mysqlimport,
mysqlshow, mysqlslap, mysqltest, and mysql_upgrade also accept the options --debugcheck (show debug info on exit) and --debug-info (also show CPU and memory statistics).

myisamchk
This utility describes, checks, optimises and repairs MYISAM tables (.MYD) and indexes (.MYI)
only. It has global, check, repair and miscellaneous options that can be set either on the
command line, or in the [client] or m[myisamchk] section of a MySQL option file. Its
command-line syntax is

myisamchk [options] tableNamePath
Do not expect myisamchk to parse tableNamePath according to database naming
conventions. The program thinks in terms of path specifications, not in terms of database-table
hierarchies. If you created a table named mytest in the test database (installed by MySQL as
an empty database), your mytest table exists as mytest.myd, mytest.frm and mytest.myi
in the test directory off your MySQL data directory, so to ask myisamchk to open it,
tableNamePath must be the relative or absolute path to your mytest table files, without
extension.

myisamchk global options
Table 18-2 lists myisamchk variables and default values settable by option file or command line.
Table 18-2: Global myisamchk variables
Variable
Default Value
key_buffer_size
520192
myisam_block_size
1024
read_buffer_size
262136
write_buffer_size
262136
sort_buffer_size
2097144
sort_key_blocks
16
decode_bits
9
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Variable
ft_min_word_len
ft_max_word_len
ft_max_word_len_for_sort

Default Value
4
254
20

Global options are --help, --print-defaults, --version, --set-variable, and:
-#, --debug=debug_options

Output debug log options, usually d:t:o,filename.
-s, --silent

Display error messages only.
-s -s

Display nothing at all.
-v, --verbose

Print more information. This may be useful with --describe and --check; -vv makes output
yet more verbose.
-w, --wait

Wait if a table to be accessed is locked.

myisamchk check options
Check is the default myisamchk action mode.
-c, --check

Check table(s) for errors.
-C, --check-only-changed

Check only tables that has changed since the last check.
-e, --extend-check

Use this option for a more thorough check if --check has failed to find an error but there is
reason to think that an error has escaped detection.
-F, --fast

Check only tables that have not been closed properly.
-m, --medium-check

Faster than --extend-check, but may miss errors that --extend-check would detect.
-f, --force

To read the rest, buy the book…
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DBMS security is grounded on the principle that the DBMS must control all its resources,
authorising every connection and activity via strong authentication.
The MySQL manual describes the MySQL security system as advanced and non-standard.
Practically speaking, how advanced MySQL security is depends on what your requirements are.
If you expect well differentiated tools and switches for configuring security, you will be pleased;
if you expect built-in support for default databases and default languages for users, or if you hope
to use views to implement need-to-know access control, or if you expect support for role-based
and group-based access control, you will be disappointed. MySQL does not, for example, provide
direct built-in support even for standard security roles like SYSADM, DBA, DBMAINT, SSO or
SYSOPR. Also non-standard is MySQL’s inclusion of the user host in the definition of a user name:
a user is specified by username@hostname, though host accepts wildcards. These departures
from the norm create issues that must be dealt with. Still, the MySQL security implementation is
nimble and powerful.

GRANT, REVOKE and the MySQL grant tables
The job of the security system is to determine who may connect, and after connection, who may
do what with a database. The kernel of the MySQL security system is a set of six tables in the
mysql database—user, host, db, tables_priv, columns_priv, procs_priv—
loaded into memory when the server starts unless the skip-grant-tables option has been
specified. Every connection request, and every database access and activity request, is checked
against these in-memory grant tables:
•
•
•

user holds connection rights and global or superuser privileges,
db holds privileges which are scoped to specified databases,
host records hosts in addition to db.host at which a given user has been GRANTed
database privileges,
• tables_priv holds privileges scoped to specified tables,
• columns_priv holds privileges scoped to specified table columns,
• procs_priv holds privileges for stored routines (since version 5.0.3).
GRANT and REVOKE commands (Chapter 6) are the preferred methods of adding, changing and
removing privileges stored in these tables; direct INSERTs, UPDATEs and DELETEs also change
privileges, but require FLUSH PRIVILEGES for immediate effect.
The five kinds of security specification permitted by the GRANT command map to specific tables and
columns in the mysql database (Table 19-1):
1. User authentication: Three columns hold what is specified in the TO … clause of the GRANT
command: Host, User, Password. For example issuing
GRANT USAGE ON *.* TO anon@localhost;

causes MySQL to insert a mysql.user row with host=localhost, user=anon, a blank
password, all user.*_priv columns set to N , and no privilege rows in the other grant tables.
This user can connect from localhost, and the 21 user.*_priv=N values deny the user all
global database privileges.
2. Specification of privilege level: Whether a privilege is global, database, table, column or
proc level (Chapter 6, Table 6-15) determines which grant table records it:
•

user holds global privileges,

Grant, Revoke and the MySQL grant tables

Page 395

Chapter 19

• db and host hold privileges for specific whole databases, optionally copied to multiple hosts,
• tables_priv holds privileges defined for specific tables,
• columns_privs holds privileges defiend for specific columns,
• procs_priv holds privileges for stored procedures and functions.
Thus, in
GRANT … ON *.* TO user1@localhost;

ON *.* says that whatever is granted to user1@localhost applies to all databases globally, so
MySQL records the privileges in a row in user where user=user1, host=localhost and the
user.*_priv columns record that user’s global privileges. In
GRANT … ON tracker.* TO testuser@localhost;

whatever is granted to testuser applies only to the tracker database, so the command causes
MySQL to record the GRANTs in testuser’s db.*_priv columns. In
GRANT … ON tracker.parties TO partyuser@localhost;

whatever is granted to testuser applies only to the tracker.parties table, so the command
causes MySQL to record the GRANTs in a row in tables_priv with user=partyuser,
host=localhost, db=tracker, and table_name=parties.
3. Privilege type columns: These columns record what privileges have been GRANTed–what
has been specified between the keywords GRANT and ON. The user table has *_priv columns,
ENUM(‘N’,’Y’) DEFAULT ‘N’) for global specific privileges that can be GRANTed or REVOKEd
(Chapter 6, Table 6-15; Table 19-1). The host table has such columns for the database privileges
which can be repeated for the same user connecting from other hosts. The tables_priv ,
columns_priv and procs_priv tables have SET(…) columns for privileges scoped to tables,
columns and stored routines respectively. The command
GRANT ALL ON *.* TO sysopr@localhost IDENTIFIED BY sec7865ret;

creates a user row with user.Host = localhost, user.User = sysopr, user.Password =
sec7865ret, and every user.*_priv except grant_priv set to Y. Why not the GRANT
privilege? Because as a precaution against unwittingly issuing GRANT privileges inappropriately,
GRANT ALL… excludes GRANT OPTION. User sysopr can connect from localhost, with 20
*_priv=Y values providing all database privileges except GRANT. Could we have written GRANT
ALL, GRANT OPTION …? No, to issue the GRANT privilege, you have to really want to do it, e.g.:
GRANT ALL ON *.* TO sysadm@localhost … WITH GRANT OPTION;

which gives sysadm all the privilege columns of sysopr plus grant_priv.
To grant all privileges on just one database, for example the test database, write
GRANT ALL ON test.* TO testuser@localhost;

which creates a user row with user.user=testuser, user.host=localhost and *_priv=N, and a db row
with db.user=testuser, db.host=localhost, and all *_priv columns except grant_priv set to Y.
To grant only SELECT privileges on just one table, for example tracker.parties, write
GRANT SELECT ON tracker.party TO partyrpt@localhost;

which creates a user row with user.User=partyrpt, user.Host=localhost and *_priv=N,
and a tables_priv row with matching Host and User values, Db=tracker, Table_name=
parties, and table_priv=SET(‘SELECT’).
4. Connection security columns : Four user columns hold values specified by the optional
REQUIRE clause of the GRANT command: ssl_type, ssl_cipher, x509_issuer,
x509_subject.
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5. Session control columns: Thes ecolumns hold values specified by the optional WITH clause
of the GRANT command: max_questions, max_updates, max_connections.
Table 19-1: Mysql Database Tables and Columns used by GRANT and REVOKE
Column
Host
User
Password

Applies
to …

user table db table

host table

tables_priv
table

columns_priv procs_priv
table
table

Connection

CHAR(60)

CHAR(60)

CHAR(60)

CHAR(60)

CHAR(60)

CHAR(60)

Connection

CHAR(60)

CHAR(60)

CHAR(60)

CHAR(60)

CHAR(60)

Connection

CHAR(16)
CHAR(64)

CHAR(60)

CHAR(60)

CHAR(60)

CHAR(60)

Table_name

Db table or
column
privileges
Table, column
privileges

Table_priv

Table
privileges

Column_name

Column
privileges

Column_priv

Column
privileges

Proc_priv

Routine
privileges

Db

Select_priv
Insert_priv
Update_priv
Delete_priv
Index_priv
Alter_priv
Create_priv
Drop_priv
Grant_priv
References_priv*
Reload_priv
Shutdown_priv
Process_priv
File_priv
Show_db_priv
Super_priv
Create_tmp_
table_priv
Lock_tables_priv
Execute_priv
Repl_slave_priv
Repl_client_priv

CHAR(64)

CHAR(64)

SET('Select', 'Insert',
'Update', 'Delete',
'Create', 'Drop',
'Grant', 'References',
'Index', 'Alter')
CHAR(60)
SET(‘Select’,
‘Insert’, ‘Update’,
‘References’)

SET(‘Select’, ‘Insert’,
‘Update’,
‘References’)
SET('Execute','Alter
Routine', 'Grant')

DML

ENUM(‘N’,’Y’) ENUM(‘N’,’Y’) ENUM(‘N’,’Y’)

DML

ENUM(‘N’,’Y’) ENUM(‘N’,’Y’) ENUM(‘N’,’Y’)

DML

ENUM(‘N’,’Y’) ENUM(‘N’,’Y’) ENUM(‘N’,’Y’)

DML

ENUM(‘N’,’Y’) ENUM(‘N’,’Y’) ENUM(‘N’,’Y’)

DML

ENUM(‘N’,’Y’) ENUM(‘N’,’Y’) ENUM(‘N’,’Y’)

DML

ENUM(‘N’,’Y’) ENUM(‘N’,’Y’) ENUM(‘N’,’Y’)

DDL

ENUM(‘N’,’Y’) ENUM(‘N’,’Y’) ENUM(‘N’,’Y’)

DDL

ENUM(‘N’,’Y’) ENUM(‘N’,’Y’) ENUM(‘N’,’Y’)

DCL

ENUM(‘N’,’Y’) ENUM(‘N’,’Y’) ENUM(‘N’,’Y’)

DCL

ENUM(‘N’,’Y’) ENUM(‘N’,’Y’) ENUM(‘N’,’Y’)

DCL

ENUM(‘N’,’Y’)

DCL

ENUM(‘N’,’Y’)

DCL

ENUM(‘N’,’Y’)

DCL

ENUM(‘N’,’Y’)

DCL

ENUM(‘N’,’Y’)

DCL

ENUM(‘N’,’Y’)

DDL

ENUM(‘N’,’Y’) ENUM(‘N’,’Y’) ENUM(‘N’,’Y’)

DCL

ENUM(‘N’,’Y’) ENUM(‘N’,’Y’) ENUM(‘N’,’Y’)

Stored
routines

ENUM(‘N’,’Y’)

DCL

ENUM(‘N’,’Y’)

DCL

ENUM(‘N’,’Y’)
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Applies
to …

Create_view_priv DCL
Show_view_priv DCL
Routine_name

x509_subject

connection
security
connection
security
connection
security
connection
security

max_questions

session

max_updates

session

ssl_type
ssl_cipher
x509_issuer

max_connections session
Timestamp
Grantor

user table db table

host table

tables_priv
table

ENUM('N','Y')
ENUM('N','Y')
CHAR(64)
BLOB
BLOB
BLOB
BLOB
INT
UNSIGNED
INT
UNSIGNED
INT
UNSIGNED

ADMIN

TIMESTAMP

ADMIN

CHAR(77)
Boldface=key. *=Not yet used
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columns_priv procs_priv
table
table

TIMESTAMP

TIMESTAMP
CHAR(77)
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Graphs and MySQL
Most non-trivial data is hierarchical. Customers have orders, which have line items, which refer to
products, which have prices. Population samples have subjects, who take tests, which give results,
which have sub-results and norms. Web sites have pages, which have links, which collect hits, which
distribute across dates and times. With such data, we know the depth of the hierarchy before we sit
down to write a query. The fixed depth of the hierarchy logically limits the number of JOINs needed
in a query. For such queries, straight SQL is an excellent tool.
But if our data describes a family tree, or a browsing history, or a bill of materials, then hierarchical
depth depends on the data. We no longer know how many JOINs our query will require. We need a
different data model.

That model is the graph (Fig 1), which is a set of nodes (vertices) and the edges (lines or arcs) that
connect them. This chapter is about how to model and query graphs in a MySQL database.
Graph theory is a branch of topology. It is the study of geometric relations which aren't changed
by stretching and compression—rubber sheet geometry, some call it. Graph theory is ideal for
modelling hierarchies—like family trees, browsing histories, search trees and bills of materials—
whose shape and size we can't know in advance.
Let the set of nodes in Fig 1 be N, the set of edges be L, and the graph be G. Then G is the tuple or
ordered pair {N,L}:
N = {A,B,C,D,E,F}
L = {AC,CD,CF,BE}
G = {N,L}

If the edges are directed, the graph is a digraph or directed graph. A mixed graph has both
directed and undirected edges.
Examples of graphs are organisational charts; itineraries; route maps; parts explosions; massively
multiplayer games; language rules; chat histories; network and link analysis in a wide variety of
fields, for example search engines, forensics, epidemiology and telecommunications; data mining;
models of chemical structure hierarchies; and biochemical processes.
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Graph characteristics and models
Nodes and edges: Two nodes are adjacent if there is an edge between them. Two edges are
adjacent if they connect to a common node. In a complete graph, all nodes are adjacent to all
other nodes.
In a digraph or directed graph, the number of edges entering a node is its indegree; the number
leaving is its outdegree. A node of indegree zero is a root node, a node of outdegree zero is a leaf
node.
In a weighted graph, used for example to solve the travelling salesman problem, edges have a
weight attribute. A digraph with weighted edges is a network.
Paths and cycles: A connected edge sequence is a path, its length the number of edges traversed.
Two nodes are connected if there is a path between them. If there is a path connecting every pair of
nodes, the graph is a connected graph.
A path in which no node repeats is a simple path. A path which returns to its own origin without
crossing itself is a cycle or circuit. A graph with multiple paths between at least one pair of nodes is
reconvergent. A reconvergent graph may be cyclic or acyclic. A unit length cycle is a loop.
If a graph's edges intersect only at nodes, it is planar. Two paths having no node in common are
independent.
Traversing graphs: There are two main approaches, breadth-first and depth-first. Breadthfirst traversal visits all a node's siblings before moving on to the next level, and typically uses a
queue. Depth-first traversal follows edges down to leaves and back before proceeding to siblings,
and typically uses a stack.
Sparsity: A graph where the size of E approaches the maximum N2 is dense. When the multiple is
much smaller than N, the graph is considered sparse.
Trees: A tree is a connected graph with no cycles. It is also a graph where the indegree of the root
node is 0, and the indegree of every other node is 1. A tree where every node is of outdegree <=2 is a
binary tree. A forest is a graph where every connected component is a tree.
Euler paths: A path which traverses every edge in a graph exactly once is an Euler path. An Euler
path which is a circuit is an Euler circuit.
If and only if every node of a connected graph has even degree, it has an Euler circuit (which is why
the good people of Königsberg cannot go for a walk crossing each of their seven bridges exactly once).
If and only if a connected graph has exactly 2 nodes with odd degree, it has a non-circuit Euler path.
The degree of an endpoint of a non-cycle Euler path is 1 + twice the number of times the path passes
through that node, so it is always odd.

Models for computing graphs
Traditionally, computer science textbooks have offered edge lists, adjacency
lists and adjacency matrices as data structures for graphs, with algorithms
implemented in languages like C, C++ and Java. More recently other models
and tools have been suggested, including query languages customised for
graphs.
Edge list: The simplest way to represent a graph is to list its edges: for Fig 1,
the edge list is {AC,CD,CF,BE}. It is easy to add an edge to the list; deletion
is a little harder.

Adjacency list: An adjacency list is a ragged array: for each node it lists all
adjacent nodes. Formally, it represents a directed graph of n nodes as a list of n
lists where list i contains node j if the graph has an edge from node i to node j.
Graph characteristics and models

Table 20-1: An
Adjacency List
Nodes
A
B
C
D
E
F

Adjacent
nodes
C
E
F,D,A
C
B
C
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An undirected graph may be represented by having node j in the list for node i, and node i in the list
for node j. Table 20-1 shows the adjacency list of the graph in Fig 1 interpreted as undirected.
Adjacency matrix: An adjacency matrix represents a graph with n nodes as an n x n matrix, where
the entry at (i,j) is 1 if there is an edge from node i to node j, or zero if there is not.
An adjacency matrix can represent a weighted graph using the weight as the entry, and can represent
an undirected graph by using the same entry in both (i,j) and (j,i), or by using an upper triangular
matrix.
There are useful glossaries at http://en.wikipedia.org/wiki/Glossary_of_graph_theory and at
http://www.yworks.com/products/yfiles/doc/developers-guide/glossary.html.

Graphs and SQL
Often standard SQL has been thought cumbersome for graph problems. Craig Mullins once wrote
that "the set-based nature of SQL is not simple to master and is anathema to the OO techniques
practiced by Java developers."
A few years after Mullins wrote that, SQL is everywhere, and it is increasingly applied to graph
problems. DB2 has a WITH operator for processing recursive sets. Oracle has a CONNECT BY
operator for graphs that are trees. SQL Server has recursive unions. MySQL has no such
enhancements for graphs, but Joe Celko and Scott Stephens, among others, have published general
SQL graph problem solutions that are simpler and smaller than equivalent C++, C# or Java code.
Here we implement some of these ideas in MySQL.
Beware that in ports of edge list and adjacency list methods to SQL, there has been name
slippage. What's often called the adjacency list model in the SQL world is actually an edge list
model. If you follow the now-common practice in the SQL world of referring to edge lists as
adjacency lists, don't be surprised to find that the model isn't quite like the adjacency list in Table 1.
Here we waffle. We call them edge-adjacency lists.
There are also two newer kinds of models: what Joe Celko called the nested sets model—also called
the interval model— which uses greater-than/less-than arithmetic to encode tree relationships and
modified preorder tree traversal (MPTT) to query them, and Tropashko's materialised path
model, where each node is stored with its path to the root. So we have four main possibilities for
modelling graphs in MySQL:
• edge-adjacency lists: based on an adaptation by EF Codd of the logic of linked lists to table
structures and queries,
• adjacency matrices,
• nested sets for trees simplify some queries, but insertion and deletion are cumbersome, and
• materialised paths.
In this chapter we see how to use edge list, nested set and, to a limited exent, materialised path
models with MySQL 5.
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Visual Studio 2005 and MySQL
Chapter 15 introduced the basics of using MySQL with .NET. But .NET is huge, .NET 2.0 and
Visual Studio 2005 are bigger than .NET 1.0 and 1.1, and MySQL Connector/NET 5 is a different
beast from 1.0.x, which does not work well with VS 2005. In this chapter we find out whether you
can stay with MySQL 5 for substantial Visual Studio database application development, or
whether you need to migrate to SQL Server 2005, which is expensive but powerful, or to SQL
Server Express, which is free but limited in capability.
There's lots of code here. Feel free to lift it whole or in chunks, which include:
• how to get retrieve database info from information_schema,
• login forms, including reading from and writing to the Windows registry,
• populating ComboBoxes from a database,
• how to implement a clientside cache for database data,
• configuring DataGridViews to use such caches for tables of any size,
• databinding and update management with BindingSource objects,s
• context menus,
• custom events,
• runtime query generation,
• on-the-fly lookup data lookup browse windows using a DataGridView,
• on-the fly lookup data lookup browse windows using a ListView,
• on-the-fly column Find dialogues,
• on-the-fly text editing for large text columns,
• how to write for multiple DBMS backends.
We assume installations of .NET 2.0, Visual Studio 2005, and MySQL 5.0.22 or later. To
compare MySQL and SQL Server versions, you also need SQL Server or SQL Express.

Connector/NET 5/6
Connector/NET is at http://dev.mysql.com/doc/refman/5.1/en/connector-net-versions.html.
Pick a stable release for your version of MySQL.
Before installing, uninstall any previously installed version. Installation of versions 5&6 is pointand-click. Once it is installed, navigate to its docs folder and drag a shortcut for MySql.Data.chm
to the desktop, or whever you keep your help files. To ensure that the Connector has installed
itself in your Windows Global Assembly Cache (http://msdn2. microsoft.com/en-us/library/
yf1d93sz.aspx), download gacutil from http://msdn2. microsoft.com/en-us/library/ex0ss12c
(VS.80).aspx and run it:
"%programfiles%\Microsoft Visual Studio 8\SDK\v2.0\Bin\gacutil.exe" /l MySQL.Data

If the installation is correct, gacutil finds one entry.
Connector/NET 1.0 and 5.0 have two namespaces, MySql.Data.MySqlClient and
MySql.Data.Types; 5.2 has a third, MySQL.Web.Security.
Connector/NET 5 is not a graphical design tool. For that you need the MySQL plugin for Visual
Studio, first released in September 2006 and available only in a separate package before the first
release of Connector/NET 5.1, with which it is now bundled. The plugin is not yet entirely stable,
does not fully support MySQL 5.1, and though MySQL says it will eventually support point-andclick data-driven Visual Studio development, it does not yet do so reliably. For some projects,
that makes a case for using either Connector/ODBC with MySQL, or SQL Express instead of
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MySQL. If you are willing to write a little code, though, can Connector/NET and MySQL cut it in
the the .NET 2.0 environment?
We wrote TheUsual for PHP (Chapter 12) as a paging database browser for any data table or
master-detail pair of them, in any MySQL database for which the user has appropriate privileges.
It pages through any table; it supports row edits, inserts and deletes; and it can find a row on the
master grid primary key. Can we write a more powerful version of this for MySQL Visual Studio
2005?
• page the detail grid too, so it can also handle huge tables;
• give the application automatic popup lookup browse windows for any column that is a
foreign key referencing another table;
• provide a find dialog in each grid for finding any column value;
• tooltips;
• make the app DBMS-agnostic—encapsulate MySQL-specific code so the app can be
taught to run against another DBMS simply by replacing MySQL modules with modules
for another DBMS ( for example SQL Server 2005).

The specification
Login should connect to a database server via on-the-fly authentication of username and
password, or optionally via user-selectable persistent logins, and it must leave behind a
connection object for use by the application. SQL Server 2005 can use Windows authentication
but MySQL cannot, so the login module must be DBMS-specific. We are writing for developers
and DBAs rather than end-users, so we delegate database, table and column privileges to login
control. The connection object needs a DBMS-agnostic wrapper.
Databases: Like TheUsual for PHP, the application should offer the user a list of available
databases as reported by information_schema. Validation consists simply of setting the
connection's default database to the user's choice.
Master table: Once a database is selected from a pick list, the application should offer a pick list
of available tables or Views as reported by a query to information_schema.
Detail table: Once a master table is chosen from a pick list, the application should offer a list of
detail tables having a foreign key that refers to the selected master table (another
information_schema query). If a detail table is selected, the application should open coordinated
master and detail grids for the two tables. Absent choice of a detail table, the application should
simply browse the master table.
Grids should be paged if the rowcount justifies paging, should be quick regardless of table size,
should offer clickable column sorting and searching.
Add, edit, delete, lookup: If a table has a primary key, browsing should permit adding new rows,
adding rows seeded as copies of existing rows except for the primary key, deleting rows, and
looking up foreign key values in popup browse windows. Popup lookup browses should be brisk
even with large tables. They should support sorting on any column, and one-click selection. All
data updates should be two-stage: (i) make the changes in the browser, (ii) commit them to the
database. It must be possible to either undo stage (i) changes, or refresh the browser without
saving them.
Flexibility: The application should permit the user to iteratively browse any available table, or
table pair, simply by selecting databases and tables from pick lists.
Scalability: All this should work for any available table, large or small. Even for very large tables,
paging or caching should provide crisp performance.
Language: C# is OO-friendlier than Visual Basic, and much easier to write and maintain than
C++, so that's the choice.
The specification
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The tools we need
The login dialog can be a standard Windows Form with TextBoxes for server name, username
and password, and a CheckBox to tell theUsual whether to remember connection parameters.
TheUsual itself can also can live in a standard Form. It doesn't need a menu (yet). Standard
ComboBoxes are ideal for database and table selections. Ordinary Buttons will do fine for
navigation, Go, Update and Exit interfaces. Visual Studio has a nice array of ToolStrip tools we
can use for paging parameters. All these widgets can be dropped onto a form from the Visual
Studio Toolbox, as is. It takes just a few minutes to name and arrange them as desired.
In previous versions of Visual Studio, the browsing grid of choice was the DataGrid. VS 2005
introduced the DataGridView, with two enhancements that are especially useful for browsing
database tables:
• data binding can be generalised through use of a BindingSource, hiding the details and
simplifying code for queries and for updates;
• in VirtualMode, the DataGridView can cache very large datasources such that accessing
any part of the table is nearly instantaneous; implementing VirtualMode is not trivial,
but not forbidding either;
Unfortunately a DataGridView can turn just one of these tricks at a time. A BindingSource
streamlines update code very nicely, but caching has to be done serverside, for example via a
LIMIT clause in the query. With VirtualMode, on the other hand, you lose update streamlining,
but automatic clientside caching lets you forget all about paging.
Since the main browsing grids must support updates, they should use a BindingSource with
serverside caching via a LIMIT clause. Lookup grids can be readonly, so they can run in
VirtualMode with a clientside cache. We will also write a ListView-based lookup grid.
The project thus needs only standard elements of VS 2005, MySQL and Connector/NET. The
SQL Server version of course needs an installation of that DBMS.

Class layout
Let the application namespace be theUsual, and let the principal class be a Windows Form
subclassed as TheUsual with dropdown user input controls for selecting the database, master
table and detail table; two data browsing grids; command buttons for filling the grids, for
updating after edits, and for exiting from the program; a statusbar for general program
messages; navigation buttons; and a toolstrip for paging parameters.
How to partition DBMS-agnostic and DBMS-specific code? DotNET has a set of DBMS-agnostic
data classes (for example DataTable, DataSet, BindingSource) that mediate between
DBMS-specific data classes (for example MySqlConnection, MySqlCommand,
MySqlDataAdapter) and Windows controls (for example ComboBox, DataGridView). We
will give TheUsual a thick DBMS-agnostic layer that talks to data-mediating classes, and a thin
DBMS-specific layer.
How to implement that partition? One way would be to subclass all DBMS-specific
functionalities. That will be useful here and there, but as a global approach it risks a blizzard of
vexing cross-class references. The .NET concept of partial class offers a simpler overall solution.
Partial class foo can exist in multiple files if each file declares it Partial in the same
namespace. DotNET uses partial classes to separate code which it generates from code which you
write. TheUsual will partition DBMS-specific and DBMS-agnostic code in the same way.
The specification also implies
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•
•
•
•

a DBMS-specific login class;
a manager class to encapsulate some DBMS-specific grid management;
an info class for passing database and table info to a lookup browser;
for lookups, a class that implements a data-driven DataGridView running in VirtualMode;
we can write that class generically but it will need a custom database-specific subclass,
too;
• a class implementing a lookup as a ListView, so we can compare its capabilities and
performance to the VirtualMode DataGridView, and
• a class to implement column find.
Some files will be common to each DBMS implementation. Does Visual Studio support sharing
common files across multiple projects? Sure, if you purchase Microsoft Visual Source Safe (VSS).
But that's another $500. We do not assume you have a copy. Without VSS, files are shared across
projects by copying them. Ugh. Are there Visual Studio tools for comparing source files? Sure, if
you purchase the VS Team System for another $500. Without it, we can use familiar text editors
(e.g., TextPad) for that task.
The custom classes are :
namespace theUsual {
class TheUsual {
class DgvManager
class ListViewTheUsual
class rowInfo
class TheUsualConnection
}
class Cache
class DataRetriever
class DgvFormJIT
class dgvInfo
class DgvRowFinder
class FindDlg
class LoginForm
class ServerDlg
class TextEditor
}

•
•
•
•
•

TheUsual
manage DBMS specifics in grids
popup lookup ListView browse window
row info passed to called classes
connection object hiding DBMS specifics

•
•
•
•
•
•
•
•
•

clientside cache for class DgvFormJIT
DBMS-specific data retriever for Cache
Just-in-time cached lookup browse window
grid info for called classes
popup find dialogue
dialog for searching for a column value
DBMS-specific login dialog
dialog for choosing saved login
popup text editor

To read the rest, buy the book…

Class layout
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Time and MySQL
Who knows where the time goes? 1
A basic feature of the relational database is row uniqueness, guaranteed by a table's primary key.
Without it, we can neither tell one row from another nor relate rows in different tables.
What happens to row uniqueness and relational properties that depend on it when tables must
model variation over time? On the face of it, you might expect this, at worst, to add a few innocent
complexities—a datetime column or two per table, perhaps, and an extra line or two in query clauses.
Then ask yourself how to write a constraint that permits multiple rows to have identical nondatetime values at different instants, and to have overlapping valid periods, but never the same nontemporal data at the same instant. Good luck working that out on the back of an envelope.
This chapter is about how to model such time variation in MySQL. We begin as if the reader were a
client, with the bad news. When it comes to modelling time in a database, complexities multiply
quickly. Because SQL has no universal quantifier, nested negatives abound. There aren't many
brilliant shortcuts to be had. Mostly, working out these constraints amounts to step-by-step slogging.
Now the good news: Ralph Kimball2 and Richard Snodgrass3 have worked out the basic concepts.
Their work serves as our starting point with MySQL.

Basic Concepts
SQL time validity is temporal relational database architecture3. If you have tried to implement it,
you know how difficult it is. In MySQL, unavailability of CHECK CONSTRAINTs and DEFERRED
CONSTRAINTs, and limits on triggers, make it even harder.
To develop temporal database architecture we analyse time-sensitive data on three basic temporal
dimensions: domain type, value reference, and validity type:
A. Temporal domain types: The three kinds are:
o instant, a temporal atom (e.g., a microsecond, a second, a day),
o interval, a duration between two instants,
o period, an interval anchored to a particular instant.
An interval or period is a sequence of temporal atoms. It may be:
closed-closed: includes both start date and end date,
closed-open: includes the start date, excludes the end date,
open-closed: excludes the start date and includes the end date,
open-open: excludes both start date and end date.
Inclusive/exclusive would be more intuitive than closed/open, but we follow the standard
nomenclature. A common business default is closed-open: if you book a hotel room for 22-24
May, the hotel will expect you to arrive in the afternoon of the 22nd and leave in the morning
of the 24th, having stayed the two days of the closed:closed period 22-23 May, or the
closed:open period 22-24 May. A temporal database needs a consistent convention. Closedopen will do.
B. Temporal value references: The three kinds are:
o user-defined or arbitrary, orthogonal to the validity of other columns,
o valid time, marking when a stored fact was so, ie historical facts;
o transaction time, marking when a fact was stored; tracking it is often described as pointin-time architecture (PITA).
C. Temporal validity: The three kinds are:
o current: now,
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o sequenced: at each instant in the relevant datetime range,
o non-sequenced: time-independent.
So queries on temporal tables
• may be current, sequenced or non-sequenced,
• may reference user-defined time, valid time, and/or transaction time, and
• may return snapshots or period information.

MySQL limitations
CHECK CONSTRAINT
A CHECK CONSTRAINT is often of the form
CHECK( [NOT] EXISTS( select_expression ))

MySQL implements foreign key constraints in INNODB tables, but does not yet implement CHECK
CONSTRAINT. Until it does, such constraints must be enforced by other means. That has onerous
consequences for time-valid tables. Some time-valid constraints can be enforced in triggers, but most
of the temporal constraints we will consider cannot. Until MySQL implements CHECK CONSTRAINT,
they must be enforced in application code. That is a heavy penalty.

Deferred constraints
MySQL does not yet implement deferred constraints, either. Furthermore, constraints are applied
row-wise rather than at COMMIT time. This raises a problem for many complex constraints, even for
some simple ones. For example to delete a MySQL row which refers to itself via a foreign key, you
must temporarily SET foreign_key_checks = 0. A transaction fulfilling a complex constraint
must leave the database in a consistent state. But there is nothing in relational database theory to
suggest that a database should be in a consistent state after each statement within a transaction.

Triggers
MySQL 5 triggers cannot issue UPDATE statements on the trigger table, and cannot raise errors.
These limitations create difficulties for implementing transaction validity.

Test schemas
As a testbed for valid-time analysis, we use a set of four simple tables named parent, child, qty
and state. For combining valid-time and transaction-time validity we use another set of tables—
county_properties, county_owners, county_owners_properties.
In the valid-time schema, the qty table stores period information for measurement values related to
ancestor keys, and the state table stores period information for state values related to ancestor
keys: a qty or state row references a child row on key cid, and that child row references a
parent row on key pid. If you prefer concrete examples, think of
•

parent.pid as the identifier of a group of some sort, for example the residents of Dorset,

•

child.cid as the identifier of an individual member of such a group, for example Sean, a

•

qty.qty as a numeric measurement for a given individual, for example blood cholesterol

Ontario, Canada,

biologist who lives there,

level, and

To read the rest, buy the book…
MySQL limitations
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Glossary
If you do not find the term you are looking for here, try http://whatis.techtarget.com,
http://www.webopedia.com or http://www.hiddenlab.com/acronym.
ACID: Acronym for four properties guaranteed by transactions:
Atomicity: Either the entire transaction executes, or none of it does.
Consistency: No transaction can break the integrity constraints of the database.
Isolation: no operation outside the transaction can see its intermediate results.
Durability: Once the user is notified of success, the operation cannot be rolled back.
In an ACID-compliant system, all data changes follow ACID rules.
API: Application Program Interface
Anti-join: A join which restricts output to rows of the first table that have no matching rows in
the second. Examples: NOT IN(), NOT EXISTS(), exclusion join.
Applet: Component that executes in a web browser, or other applications or devices that
support the applet programming model
Application client: First-tier client Java component that executes in its own JVM and has
access to some J2EE platform APIs (JNDI, JDBC, RMI-IIOP, JMS)
Asynchronous replication: Changes in an updatable master table are copied to replication
tables at predetermined times or intervals.
Attribute: A named object property and set of possible property values
Binding: Association of a name with an object (or pointer to it)
BSF: Bean Scripting Framework
Callback method: Component method called by a container to notify the component of
important events in its life cycle
Caller principal: Caller or principal that identifies the invoker of enterprise bean method
Candidate key: A key which could, in principle, be a primary key–that is, all values of it are
unique, and it contains no redundant information. A candidate key is a superkey with no
extraneous information in it.
CGI: Common Gateway Interface
Commit: Make database changes permanent
Communication packet: a SQL statement sent to a MySQL server, a row sent to a MySQL
client, or a binary log event sent from master MySQL server to slave. Maximum size is 1GB
Concurrent insert: Insert that executes while other threads are reading from the insert table
Container: Entity that provides life cycle management, security, deployment, runtime and
other specific services to components
Context: Set of name-to-object bindings, e.g. in a Java environment
CORBA: Common Object Request Broker Architecture
Correlated subquery: Subquery which refers to a column referenced in the outer query
Covering index: Index on all columns referenced in query’s SELECT, JOIN, and WHERE clauses
COS: CORBA Common Object Services name service
CRUD: Four main SQL commands–Create (INSERT), Read (SELECT), UPDATE, DELETE.
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CSS: Cascading Style Sheet, used with HTML and XML documents to add defined styles for
rendering mechanisms like browsers.
CSV: Comma-separated values data format.
CTS: Compatibility Test Suite
Cursor: A temporary database object which provides row-by-row access to a query result.
Cyclic dependency: Exists in a table if for any i and j, rows (Ai, Bi, Cj), (Ai, Bj, Ci), and (Aj, Bi,
Ci) occur but row (Ai, Bi, Ci) does not occur; therefore reconstituting the table after decomposing
it with projections of degree 2 creates spurious rows.
Database: Collection of related table and other data-related objects
DBMS: Database Management System
DCOM: Distributed Component Object Model, a widely followed standard
DDL: Data Description Language: the set of all SQL statements that define schemas, objects
within them, and user's rights to them
Dereference: Return the value of a variable from a reference or pointer to the variable
Determinant: One or more key columns on which other columns functionally depend, for
example if the city is Calgary then the province is Alberta.
Directory-enabled application: Application that uses a naming or directory service
Directory Object: Object in a Directory Service
Directory Service: Naming system which manages named objects and their attributes.
Dirty read: Reading of row changes which have not yet been committed
Distributed database: A collection of multiple, logically interrelated databases distributed
over a computer network
Distributed database management system: software system that transparently manages
distributed databases
Distributed processing: process of an agent or application (for example a client-server app)
distributing its tasks among different computers on a network
Distributed transaction: Transaction that references multiple servers or network nodes
DML: Data Mamipulation Language: the set of all SQL statements that store, alter or retrieve
database data
DOM: Domain Object Model, a tree of objects with interfaces for traversing the tree and writing
an XML version of it as defined by the W3C specification
Domain: Definition of a data type for a database.
Domain integrity: Validity of data for its domain, e.g., an age may not be negative.
DNS: Internet Domain Name System
DRBD: Acronym for Distributed Replication Block Device
DSN: Acronym for Data Source Name
DTD: Document Type Definition. Description of structure and properties of a class of XML files
EAR file: JAR archive containing a J2EE application
EJB: Enterprise JavaBean™
Entity: In relational database theory, the logical analogue of a table.
Entity integrity: Absence of duplicate rows.
Entity bean: EJB that represents database data
Equi-join: A join of relations (tables) on identical column values
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ETL: Extract, Transfer, Load (data warehousing)
Exclusion join: LEFT JOIN with a WHERE clause excluding NULL values on right side of join
Filter: Object that can transform the header and/or content of a request or response
FTP: Acronym for File Transfer Protocol
Full and partial dependency: If there is only one value of column C for any set of column A
and B values, C is fully dependent on A and B; if column D depends only on column A or B, that
is a partial dependency.
Functional dependency: Column1 is functionally dependent on column2 if for each value of
column2 there is one value at most of column1; thus column2 is a determinant of column1.
GIS: Acronym for Geographic Information Systems
GUID: Global software identifier, or Microsoft name for UUID
Heterogeneous distributed database system: A distributed database system where
databases are of different types
Homogeneous distributed database system: A distributed database system where all
databases are of the same type
HTML: Hypertext Markup Language
HTTP: HyperText Transfer Protocol
HTTPS: HTTP layered over the SSL protocol
IDL: Interface Definition Language
IIOP: CORBA Internet Inter-ORB Protocol
Information schema: Set of views that describe database objects
INNER JOIN: A relational database operation which selects rows from two tables such that the
value in one column of the first table also appears in a specified column of the second table.
Inode: Unix data structure for a file, with properties describing file name(s), user and group
ownership, read/write/execute permissions, and type.
Integrity constraints: Rules guaranteeing entity integrity (absence of duplicate rows),
referential integrity (consistency between related tables) and domain integrity (compliance with
the data domain, e.g., an age may not be negative).
IP: Internet Protocol
IPC: Inter Process Communication
Isolation level: Degree to which the intermediate state of the data being modified by a
transaction is visible to concurrent transactions, and to which data being modified by other
transactions is visible to it
J2EE: Java 2 Enterprise Edition
J2SDK: Java 2 Software Development Kit
JAR file: Platform-independent Java archive file
JDBC: Java Database Connectivity
JNDI: Java Naming and Directory Interface
JNLP: Java Network Launching Protocol
JOIN: Combination of rows FROM two or more relations (tables)
JRMP: Acronym for Java Remote Method Protocol
JSP: JavaServer Page
LAMP: Acronym for Linux, Apache, MySQL, PHP
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LAMPS: Acronym for LAMP plus SSL
LDAP: Lightweight Directory Access Protocol
LEFT JOIN: An OUTER JOIN which returns all rows from the table named before the JOIN keyword, combined with matching rows or NULLs from the table named after the JOIN keyword.
Location transparency: A user can refer to any database object in one way, regardless of its
location
LRU: Acronym for Least Recently Used
MD5: Message Digest number 5 value, a 128-bit value similar to a checksum
Multi-valued dependency: A relationship amongst three or more columns A, B, C, … where
values of A depend on B, C, … but values of B, C, … are mutually independent.
Mutual independence: Relationship between two columns where neither is a determinant of
the other.
MUTEX: Mutual exclusion object with two states, locked and unlocked, that allows multiple
threads to synchronize access to a shared resource
MVCC: Multi-version Concurrency Control guarantees consistent data snapshots without the
overhead of row-level locking.
Namespace: Set of names in a naming system
Naming System: Connected set of contexts of the same type and a set of common operations
(eg lookup)
NATURAL JOIN: A equi-join of two relations (tables) on columns of the same name and type,
showing only one copy of the shared column(s).
Non-repeatable read: A read of a row reflects uncommitted differences from a previous read
ODBC: Open Database Connectivity
Object: An encapsulated set of data and methods
OLAP: Acronym for Online Analytical Processing
OLTP: Acronym for Online Transaction Processing
Optimistic concurrency: Do not lock rows at the data source, leaving the server to roll back
transactions which induce concurrency errors, for example a duplicate primary key value.
ORB: Object Request Broker
ORPC: Object Remote Procedure Call
OUTER JOIN: a join containing all rows from one table and matching rows, or NULL if no
matching row exists, from another table. It may be LEFT, RIGHT or FULL. If LEFT: all rows from
the table named before the JOIN keyword are returned, along with matching rows or NULLs from
the table named after the JOIN keyword. If RIGHT: vice-versa. If FULL: both, omitting duplicates.
Outer query: A query containing a subquery (or inner query)
Perl: Practical Extraction and Report Language
Pessimistic concurrency: Lock rows at the data source to prevent users from inducing
concurrency errors, for example a duplicate primary key value.
Phantom read: Read of an inserted row where the changes have not yet been committed
PHP: Hyptertext processing language
POA: Portable Object Adapter, a CORBA standard for building server-side applications that are
portable across different ORBs
POP: Post Office Protocol
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POSIX: Portable Operating System Interface, a set of IEEE standards for application portability
between Unix variants
Primary key: Single attribute (field, column), or collection of them, which uniquely identify a
row and which may never be NULL.
Projection: A subset of the columns in a table
Query: A request for the retrieval of data, using the SELECT command, or a SQL command that
inserts, updates or deletes data.
RAID: Redundant array of inexpensive disks
Referential integrity: Consistency of related tables, e.g., all data referenced in other tables
exists.
Replication: the process of copying and maintaining database objects in multiple databases
belonging to a distributed database
Ref: Reference to an SQL structured type value in a table
Remote procedure call: A call to a stored procedure on a remote server
Remote transaction: Transaction that references a remote server
RIGHT JOIN: OUTER JOIN returning all rows from the table named after the JOIN keyword,
combined with matching rows or NULLs from the table named before the JOIN keyword.
RMI: Remote Method Invocation
Rollback: The point in a transaction when all updates to any resources involved in the
transaction are reversed.
Row value constructor: A sequence of one or more value expressions comparable to a row of
a table
Savepoint: Point within the current transaction that can be referenced from a rollback
SAX: Simple API for XML
Scalar: a single quantity, i.e. not an array, vector or table
Schema: A collection of objects which model something. A database schema consists of all the
objects, and their structures, in a database.
Semi-join: A join between two tables which returns one row at most from the first table, and as
many matching rows as exist from the second. Examples: IN(), EXISTS().
SMP: Symmetric multi-processing architecture.
SMTP: Simple Mail Transfer Protocol, a widely followed standard
SNMP: Simple Network Management Protocol, a widely followed standard
SOAP: Simple Object Access Protocol, a widely followed standard
SPI: Service Provide Interface
SQL: Structrued Query Language
SQLSTATE: Five-character ANSI/ODBC code indicating SQL result status. The first two
characters denote class: 00=success, 01=warning, 02=error, >02=exception.
SQL/J: Set of standards that specifies how to embed SQL statements in Java methods, and how
to call Java static methods as SQL stored procedures and UDFs
SSI: Server-side includes
SSL: Secure Socket Layer, security protocol that provides a degree of internet privacy
Standard deviation: Square root of the variance
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Strong authentication: A form of computer security where the identities of networked users,
clients and servers are verified without transmitting passwords over the network.
Subquery: a query contained within another SQL statement
Superkey: A combination of columns for which there are no repeating values
Synchronous replication: Changes in a table are applied to all replicated copies immediately,
as part of the basic transaction.
Table: Two-dimensional grid of rows and columns where each row is unique and has the same
number of cells, and data in each cell matches the data type (domain) defined for its column.
Table value constructor: A group of row value constructors which all have the same number
of cells and in which value types match columnwise.
Tablespace: An Oracle-like logical unit for storage segments, i.e. tables and indexes.
TCP: Transmission Control Protocol
Time validity: A guarantee that every row describes a state of affairs in a valid time period.
Transaction: Atomic or logical unit of work that encloses SQL statements which are to be
entirely committed or entirely rolled back
Transaction time validity: A guarantee that a table is exactly reconstructable as it existed at
any instant, or for any period, since its creation.
Transitive closure of a binary relation R on a set X is the smallest transitive relation on X that
contains R.
Trigger: A named database object associated with a table and fired by a defined table event.
Tuple: Ordered set of values, an abstraction from the sequence single, double, triple, …, ntuple.
UDF: User-defined function
UDDI: Universal Discovery, Description, and Integration
UDT: User-defined type (SQL)
UML: Unified Modelling Language
URI: Uniform Resource Identifier
URL: Uniform Resource Locator
URN: Uniform Resource Name
UTC: Coordinated Universal Time, same as Greenwich Mean Time
UUID: Acronym for Universally Unique IDentifier
Value expression: In SQL, an expression which evaluates to a scalar of a known type or a row
value constructor
Variance: Sum of squares of differences from the average, divided by the number of values
W3C: World-wide-web Consortium
WAR file: JAR that contains a web module
WSDL: Web Services Description Language
XA: X/Open Distributed Transaction Processing model, providing two-way communication
between a transaction manager and resource managers to maintain transaction atomicity while
coordinating transactions across applications and application concurrence on shared resources.
XML: Extensible Markup Language
XSL: Extensible Stylesheet Language
XSLT: XSL transformation
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Server options and system variables
MySQL maintains many hundreds of server configuration options and system variables—a
blizzard of conveniences, complexities and inconsistencies:
•

A cross-version master list with about 820 entries currently lives at http://dev.
mysql. com/doc/mysqld-version-reference/en/mysqld-version-reference-optvar.html.
(This also lists 275 status variables, but doesn’t identify them as such; they are also
listed separately at http://dev.mysql.com/ doc/refman/5.1/en/server-statusvariables.html.)

•

Server Command-line Options: The master list names about 450 command line
settings. They are also listed at http://dev.mysql.com/doc/refman/5.1/en/serveroptions.html. Running mysqld --help lists more than half of them, plus a couple of dozen
others.

•

Option file settings: The master list says most but not all of those server command
options are also settable in a MySQL option file (Chapter 3, Configuring MySQL).

•

System Variables are readable with SELECT commands. They are dynamic if they
can be set with SQL. System variables for 5.1 are listed at http://dev.mysql.com/doc/
refman/5.1/ en/server-system-variables.html. The Dynamic System Variables page for
5.1 (http://dev. mysql.com/doc/refman/5.1/en/dynamic-system-variables.html) lists
191. SHOW VARIABLES lists many of these, plus nearly a hundred which are not dynamic,
i.e. they cannot be SET.
Looking a little deeper, we find …
•
•

Some variables can be set on the command line but their values cannot be retrieved.
Some variables are both Server Command Options and Dynamic Variables. They tend to
be spelled with dashes on the command line and in option files, but with underscores
when SELECTed or SET!
• Some can be set only in the server connection string, some by recompiling the server;
• Variable names and get/set methods change significantly from MySQL release to release,
as you might expect in a dynamic product; some vanish outright.
• Running mysqladmin -uUSER -pPSWD variables in 5.1.35 lists 275 dynamic system
variables. Since 5.1.22, the following query retrieves the same variables:
SELECT variable_name, variable_value
FROM information_schema.{global|session}_variables
[WHERE variable_name LIKE '…'] [ORDER BY variable_name];
About half are dynamic, the rest not; many are listed by mysqld --help.
Thus Table B-1, for quickly looking up how to read and set MySQL configuration variables.
Items that have become obsolete are greyed out.
GLOBAL system variables (Type G in Table B-1) persist while the server is up. LOCAL (SESSION)
settings (Type L in Table B-1) die with the connection. The usual syntax for retrieving
SELECTable variable values is …
SELECT @@[GLOBAL|LOCAL|SESSION].variable_name;
but in some cases, for example autocommit, the leading @@ is optional.
There are two syntaxes for SETting those system variables which are dynamic:
SET [ONE-SHOT] [GLOBAL|SESSION|LOCAL] mysql_option=value[,...]
Server options and system variables
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SET [ONE_SHOT] @@[GLOBAL.|SESSION.|LOCAL.]mysql_option=value[,...]
ONE_SHOT has effect until the next non-SET command; it is for char*, coll* and time_zone
variables only.
SET … in the Syntax for Setting column of Table B-1 means you can use either of the above SET
syntaxes; [SET …] means the variable can also be set in an option file or on the command line.
But beware exceptions, e.g. in SET NAMES and SET PASSWORD, omit '='. Overall conventions in
Table B-1 are:
•

The Syntax for Setting column shows '#' for numeric values, '.' for string and date
values, and follows these rules:
If …

then Syntax for
Setting shows…

and these conventions apply...

the variable can be SET with
SQL …

SET …
varName=value

If the variable is only GLOBAL or LOCAL,
modifier is usually optional. Beware SET
syntax variation amongst variables!

the variable can be set In an
option file or on the server
command-line …
the variable can be set by
both the above methods…

On the command line, prefix with two

varName[=value] hyphens. In an option file, don't, and spell
with underscores not hyphens. Abbr
column shows abbreviation if any.

[SET …]
Type in Table B-1 indicates what [SET …]
varName[=value] accepts.

the variable is set on | off by varname
skip-varname
--[skip-]variablename …

On the command line, preface with two
hyphens. Not in an option file. Most skipvarname settings are reported only by
varname.

the variable is controlled by
CHANGE MASTER TO…

Use underscores in variable names

CHANGE MASTER TO …

MySQL accepts either
dashes or underscores in
the name …
the variable cannot be set…

•

Table B-1 shows underscores

Blank

The Abbr column shows the abbreviation, if any, for setting the variable on the server
command line.
• The Type column shows G if the variable can be GLOBAL, L if it can be LOCAL | SESSION.
• The Shown by Select column indicates whether the variable is shown by SELECT
[@@GLOBAL.|LOCAL.]] ... syntax. SELECT ... without GLOBAL | LOCAL | SESSION, MySQL
returns the Local value if it exists, otherwise it returns the Global value.
• The Shown by Show Variables column indicates whether SHOW [GLOBAL | LOCAL]
VARIABLES lists the variable.
• The Shown by mysqld -help column shows whether the command mysqld -verbose --help lists the variable.
• The Shown by mysqladmin variables column shows whether the command
mysqladmin variables lists the variable.
Introductions, deletions and changes of variables made in 6.0 do not apply to 5.0, 5.1 or 5.4/5.5
unless so indicated. Nobody can remember all this! We suggest you keep this book near the
computer where you work with MySQL, or keep the ebook open.
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Table B-1: MySQL Server Settings and System Variables
Variable Name

Syntax for Setting

abort-slaveevent-count

(mysql-test only)
abort-slave-event-count

allow-suspicious-udfs
allow zero datetime

Shown
Shown Shown
by
by
by
Meaning
mysqladmin mysqld Show
SELECT
variables --help Variables

Shown
Abbr Type
by

Since

Default
value

No

No

mysqlNo
test only

In mysql-test only, count slave aborts

allow-suspicious-udfs

No

No

Yes

No

Allow UDFs having symbol xxx() and no matching
xxx_init() or xxx_deinit(). This permits load any
function from any lib, eg exit() from libc.so

allow zero datetime = true

No

No

No

No

Not a system variable, but a connection string option
which, if set, prevents errors on invalid dates

OFF

L

OFF

No

No

No

No

Run in ANSI mode, where
• || concatenates strings and does not mean OR.
• There may be any number of spaces between a
function name and its left parenthesis, so all function
names are treated as reserved words.
• " is an identifier quote character like the single
quote, not a quote character for literal strings.
• REAL means FLOAT, not DOUBLE.
• Default isolation level is SERIALIZABLE.
Setting ansi is equivalent to: sql-mode =
REAL_AS_FLOAT, PIPES_AS_CONCAT,ANSI_QUOTES,
IGNORE_SPACE.

Yes

No

No

No

Set=0 to enable transaction blocking, set =1 to make
all changes instantly permanent.

1

G

Yes

Yes

Yes

Yes

Creating and dropping stored procedures alters
access control lists.

TRUE

[SET …]
auto_increment_increment=#

L,G

Yes

Yes

Yes

Yes

Integer value by which each auto_increment value
should increase.

1

[SET …] auto_increment_offset=#

L,G

Yes

Yes

Yes

Yes

Starting auto_increment value

1

ansi

ansi

autocommit

SET LOCAL autocommit=0|1

automatic_sp_privileges

SET GLOBAL
automatic_sp_privileges=0|1
or
[skip-]automatic-skip-privileges

auto_increment_
increment
auto_increment_offset

-a

To read the rest, buy the book…
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Other MySQL Reference Data
MySQL information_schema tables and columns
The SQL Standard (ISO/IEC 9075) defines information_schema as a virtual database
containing metadata for all other databases on a server. MySQL implemented this feature
starting in version 5.0.3.
MySQL 5.0 information_schema tables
Character_Sets
Collations
Collation_Character_Set_Applicability
Columns
Column_Privileges
Key_Column_Usage
Profiling
Routines
Schemata
Schema_Privileges
Statistics
Tables
Table_Constraints
Table_Privileges
Triggers
User_Privileges
Views

MySQL 5.1 information_schema tables
Character_Sets
Collations
Collation_Character_Set_Applicability
Columns
Column_Privileges
Engines
Events
Files
Global_Status
Global_Variables
Key_Column_Usage
Partitions
Plugins
Processlist
Profiling

Referential_Constraints
Routines
Schemata
Schema_Privileges
Session_Status
Session_Variables
Statistics
Tables
Table_Constraints
Table_Privileges
Triggers
User_Privileges
Views

Versions 5.4 and 6.0 have all of 5.1's tables except profiling. Version 5.4 and 5.5 have seven
additional tables to provide live tracking information for the new INNODB engine (Chapters 3, 7).
6.0 has twelve additional tables for the Falcon engine (whose future is uncertain at best).
RP Bouman has a useful hyperlinked diagram of the MySQL 5.1 information_schema at http://
www.xcdsql.org/MySQL/information_schema/5.1/MySQL_5_1_INFORMATION_SCHEMA.html.
Information_schema can document itself. Table C-1, C-2 and C-3 document information_
schema for MySQL 5.0, 5.1 and 5.4/6.0 respectively. Table C-4 documents information_schema
tables for INNODB in 5.4 .We generated these tables on instances of each of those servers with the
following query, and the mysql client output set to --html:
SELECT
LOWER(table_name) AS 'Table',
LOWER(column_name) AS 'Column',
ordinal_position As 'Ordinal Position',
IF(column_default='','&nbsp;',column_default) AS 'Default',
UPPER(data_type) AS 'Type',
character_maximum_length AS 'Max Len',
character_octet_length AS 'Octet Len',
numeric_precision AS 'Precision',
numeric_scale AS 'Numeric Scale',
is_nullable AS 'Null',
character_set_name AS 'Char Set',
collation_name AS 'Collation'
FROM information_schema.columns
WHERE table_schema = 'information_schema'
ORDER BY table_name,'Ordinal Position';
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Table C-1: MySQL 5.0 information_schema Tables and Columns
Table

Column

character_sets
character_sets
character_sets
character_sets
collations
collations
collations
collations
collations
collations
collation_character_set_applicability
collation_character_set_applicability
columns
columns
columns
columns
columns
columns
columns
columns
columns
columns
columns
columns
columns
columns
columns

character_set_name
default_collate_name
description
maxlen
collation_name
character_set_name
id
is_default
is_compiled
sortlen
collation_name
character_set_name
table_catalog
table_schema
table_name
column_name
ordinal_position
column_default
is_nullable
data_type
character_maximum_length
character_octet_length
numeric_precision
numeric_scale
character_set_name
collation_name
column_type

Ord
Pos
1
2
3
4
1
2
3
4
5
6
1
2
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15

Default Type

0

0

0

NULL

0
NULL

NULL
NULL
NULL
NULL
NULL
NULL

VARCHAR
VARCHAR
VARCHAR
BIGINT
VARCHAR
VARCHAR
BIGINT
VARCHAR
VARCHAR
BIGINT
VARCHAR
VARCHAR
VARCHAR
VARCHAR
VARCHAR
VARCHAR
BIGINT
LONGTEXT
VARCHAR
VARCHAR
BIGINT
BIGINT
BIGINT
BIGINT
VARCHAR
VARCHAR
LONGTEXT

Max Len

Octet Len Precision

Num
Null
Scale

Char
Collation
Set

64
64
60
NULL
64
64
NULL
3
3
NULL
64
64
512
64
64
64
NULL
4294967295
3
64
NULL
NULL
NULL
NULL
64
64
4294967295

192
192
180
NULL
192
192
NULL
9
9
NULL
192
192
1536
192
192
192
NULL
4294967295
9
192
NULL
NULL
NULL
NULL
192
192
4294967295

NULL
NULL
NULL
0
NULL
NULL
0
NULL
NULL
0
NULL
NULL
NULL
NULL
NULL
NULL
0
NULL
NULL
NULL
0
0
0
0
NULL
NULL
NULL

utf8
utf8
utf8
NULL
utf8
utf8
NULL
utf8
utf8
NULL
utf8
utf8
utf8
utf8
utf8
utf8
NULL
utf8
utf8
utf8
NULL
NULL
NULL
NULL
utf8
utf8
utf8

NULL
NULL
NULL
19
NULL
NULL
19
NULL
NULL
19
NULL
NULL
NULL
NULL
NULL
NULL
19
NULL
NULL
NULL
19
19
19
19
NULL
NULL
NULL

NO
NO
NO
NO
NO
NO
NO
NO
NO
NO
NO
NO
YES
NO
NO
NO
NO
YES
NO
NO
YES
YES
YES
YES
YES
YES
NO

utf8_general_ci
utf8_general_ci
utf8_general_ci
NULL
utf8_general_ci
utf8_general_ci
NULL
utf8_general_ci
utf8_general_ci
NULL
utf8_general_ci
utf8_general_ci
utf8_general_ci
utf8_general_ci
utf8_general_ci
utf8_general_ci
NULL
utf8_general_ci
utf8_general_ci
utf8_general_ci
NULL
NULL
NULL
NULL
utf8_general_ci
utf8_general_ci
utf8_general_ci

To read the rest, buy the book…
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Index

Index
A
ACID, 553
Administrative tools
command-line utilities, 369
msql2mysql, 375
my_print_defaults, 394
myisamchk, 370
myisampack, 391
mysql_install_db, 390
mysqlaccess, 375
mysqladmin, 376
mysqlbinlog, 378
mysqlbug, 380
mysqlcheck, 373
mysqldump, 381
mysqlhotcopy, 386
mysqlimport, 380
mysqlmanager, 387
mysqlshow, 389
mysqlshutdown, 380
mysqlslap, 390
mysqlwatch, 394
option files, 369
perror, 394
replace, 391
GUI tools
MySQL Administrator, 40
MySQL Workbench, 40
MySQLAdministrator, 394
phpAdmin, 395
WinMysqlAdmin, 40
myisamlog, 373
Anonymous user, 103
Apache
configuring PHP for Windows, 238
installing
under Linux, 234
under Windows, 236
preparing for PHP in Windows, 237
Apache and PHP
configuring for Linux, 235
Application life cycle, 342
ARCHIVE storage engine, 140
Audit plugins, 192
Authentication, 26
plugins, 26
AUTO_INCREMENT, 82
B
Backup, 366
BACKUP TABLE, 97
InnoDB databases and tables, 146

mysqldump, 381, 385
stored routines, 381
Backup and restore
mysqldump, 367
BDB tables, 140
BLACKHOLE storage engine, 141
C
C API
C compilers, 327
data types, 327
MYSQL, 328
MYSQL_FIELD, 329
MYSQL_RES, 329
MYSQL_ROW, 329
functions, 330
sample program, 330
Character sets and collations, 28, 563
Charts, 419
Codd, EF
relational theory, 6
Coercibility, 28
Columns
maximum no. of, 81
Configuration, 26
dedicated servers, 343
multiple servers
Linux, 33
Windows, 37
MySQL
for Linux, 344
for Windows, 345
MySQL server, 26, 346
InnoDB, 145
MySQLInstanceConfig.exe, 35
reliability, 352
security, 398
sql_mode, 588
symbolic links, 363
system variables, 26, 559
the disk and file system, 345
the MySQL server
for InnoDB, 350
Connections and Sessions, 75
Connector/C++, 342
Connector/J, 279
Connector/NET 1, 309
Connector/NET 5
cached query, 520
classes, 486
connection, 491
DataAdapter,DataSet, 501
database list, 501
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default row values, 536
information_schema, 517
just-in-time lookup, 528
LIMIT query, 519, 520
login, 496
paging, 506
table list, 504
updates, 510
Connector/ODBC, 42, 221
CPU cache memory, 344
CSV storage engine, 141
D
Data Types
SQL, MySQL, 43
Database
and sets, 1
change tracking, 12
derived values, 11
normalisation, 12
nulls, 11
practical design rules, 10
relations, 5
relationships, 66
server, 12
what is it, 1
Database Administration, 342
crash recovery
using slave logic, 368
disaster planning, 366
manual backups, 367
reliability, 352
speed and size, 351
symbolic links, 363
DataGridView
caching for, 488
CellBeginEdit, 512
custom cell editor, 512
delete row, 539
event handlers, 524
find value in, 513
insert new row, 537
insert row copy, 538
DateTime
formats, 50
DBFs
importing from, 135
Default values
and CREATE TABLE, 82
Distributed databases, 363
dotNet, 297
architecture, 299, 309
E
Embedded server, 25
Error codes, 635
Error management, 184
Event Scheduler, 95
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F
FALCON storage engine, 141
FEDERATED storage engine, 141
Floats and rounding, 207
FOREIGN KEY, 84
same table, 412
FULLTEXT, 45, 83
G
Getting started, 40
Graphs
edge list, 408
tree, 410
models, 407
nested sets model
non-tree, 430
tree, 420
parts explosion, 437
tree
automate drawing, 419
automate drawing, 419
H
HANDLER, 128
Hungarian notation, 493
I
IDEs
Eclipse, 280
NetBeans, 280
Visual Studio, 301
Visual Studio 2005, 486
Index speed and size, 351
Index/key
covering, 212
CREATE|DROP INDEX, 92
foreign, 84
fulltext, 83
primary, 83
unique, 83
INFORMATION_SCHEMA, 108
structure, 591
InnoDB storage engine, 144
cautions, tips and restrictions, 149
Configuring, 145
Deviations from SQL standard, 149
multiversioning, 148
next-key locking, 148
Optimising, 214
plugin, 41, 147
row_format, 147
SQL statements and locks, 148
tablespace,logs,backups, 146
tracking tables, 632
transactions, 147
Installation

Index

Configuring, 26
Linux
Ubuntu, 31
Linux,binary, 30
Linux,second server, 33
Linux/source, 32
option files, 27
setup and testng, 38
Update privilege tables, 39
Windows, source, 38
Windows,binary, 34
Windows,second server, 37
Windows,service, 36
ISAM tables, 144
J
Java
application models, 276
architectures, 277
compiling and running, 283
Connector/J, 279
download and install, 278
JDBC
Class.forName, 282
getConnection, 283
java.sql.driver, 281
models, 281
PreparedStatement, 287
queries, Statement, ResultSet, 283
transactional atomicity, 287
MySQL
connect from a JSP, 288
connection pooling, 291
javax.sql.DataSource, 294
server-side access, 288
pieces of the puzzle, 277
Scrollable data-driven controls, 296
taglibs, 293
Tomcat, 278
M
many-many relationships, 66
MARIA storage engine, 142
MEMORY(HEAP) tables, 143
MERGE (MrgISAM) storage engine, 144
Microsoft .NET, 297
and MySQL, 300
architecture, 299
ASP.NET, 314
connect via Connector/J, 318
connect via MySQLDirect, 316
datagrids, 319
Web Matrix, 315
compare with Apache/PHP, 298
MySQL
connect via ODBC, 301
direct provider, master-detail window,
310, 311

native providers, 309
ODBC.NET, 302
classes, 306
master-detail window, 307
Migration toolkit, 224
Modelling tools, 55
Multiple servers
Linux/UNIX, 33
Windows, 37
my_print_defaults, 394
MyISAM tables, 144
myisamlog, 373
MyODBC, 221
Access
named queries, 233
importing Access db
script, 225
in Windows, 221
installation, 42
MySQL
and Codd's rules, 9
APIs
C, 327
Java, 276
Microsoft .NET, 297
Perl, 267
PHP, 219
architecture, 21
binary packages, 25
bugs, 38
stored routines, 178
client program, 29
comments, 72
Comparisons with other RDBMSs, 140
compiling, 346
Connecting, 75
connections, 349
downloads
current, 25
previous, 25
error codes, 635
GRANT TABLES, 395
identifier names, 71
layers, 22
licence, 22
LIKE, 74
logs, 346
binary, 347
error, 347
query, 348
slow query, 348
Logs
binary, 353
memory use, 348
operator precedence, 74
Operators, 72
||, 72
other variations from SQL92, 71
overview, 22
Reserved words, 72
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REXEXP|RLIKE, 74
server options, 349
MySQL Administrator, 40
MySQL APIs
.NET, 219
C, 219, 327
C++, 342
choosing, 219
Java, 218
ODBC, 219
Perl, 219
PHP, 234
MySQL commands
_rowID, 83
ALTER DATABASE, 78
ALTER TABLE, 89
ANALYZE TABLE, 96
BACKUP DATABASE, 79
BACKUP TABLE, 97
BEGIN, 137
CACHE INDEX, 97
CHANGE MASTER TO, 111
CHECK TABLE, 97
CHECKSUM TABLE, 97
COMMIT, 137
CREATE | ALTER | DROP DATABASE, 80
CREATE | ALTER | DROP EVENT, 95
CREATE | ALTER | DROP SERVER, 80
CREATE | ALTER LOGFILE GROUP, 91
CREATE | ALTER TABLESPACE, 91
CREATE | DROP TRIGGER, 93
CREATE | RENAME USER, 104
CREATE DATABASE, 78
CREATE INDEX, 92
CREATE TABLE, 80
table options, 85
CREATE TABLE ... FROM ..., 88
CREATE TABLESPACE, 91
CREATE|DROP FUNCTION, 92
CREATE|DROP VIEW, 92
database administration, 96
DDL, 78
DELETE, 131
DESCRIBE, 98
DML, 114
DO, 136
DROP DATABASE, 79
DROP INDEX, 92
DROP TABLE, 90
DROP USER, 104
dropping constraints, 90
EXPLAIN, 127
FLUSH, 98
GET DIAGNOSTICS, 110
GRANT, 98, 101
INSERT, 129
unexpected results, 131
INSERT ... SELECT, 130
INSERT ... SET, 131
INSERT ... VALUES, 130
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INSTALL PLUGIN, 192
KILL, 104
LOAD DATA FROM MASTER, 112
LOAD DATA INFILE, 133
FIELDS, 134
LINES, 134
options, 134
LOAD INDEX, 97
LOAD TABLE FROM MASTER, 113
LOAD XML, 135
LOCK|UNLOCK TABLES, 139
OPTIMIZE TABLE, 105
PURGE BACKUP LOGS, 79
PURGE BINARY|MASTER LOGS, 113
RENAME DATABASE, 78
RENAME TABLE, 90
REPAIR TABLE, 105
REPLACE, 133
replication, 111
RESET, 105
RESET MASTER, 113
RESET SLAVE, 113
RESTORE, 79
RESTORE TABLE, 106
REVOKE, 98, 104
ROLLBACK, 137
SELECT, 114
aggregate functions, 125
FROM, 118
RIGHT JOIN, 121
SET, 76
SET PASSWORD, 77
SHOW, 106
replication, 114
START SLAVE, 113
STOP SLAVE, 114
TRUNCATE, 132
UPDATE, 131
USE, 76
MySQL data types
and indexes, 52
and referential integrity, 53
BIT VALUES, 130
BLOB and Text, 45
char and binary, 44
column type modifiers, 43
DATE, 49
datetime, 49
ENUM AND SET, 46
money, 48
NULL, 52
numeric, 47
TIMESTAMP, 49, 50
using AUTO_INCREMENT, 48
MySQL Proxy, 42, 369
MySQL Query Browser, 40
MySQL Query Migration Toolkit, 40
MySQL system variables
scalar, 559
structured, 590

Index

MySQL version, 24
MySQL Workbench, 40, 394
MySQLDirect, 309
MySQLInstanceConfig.exe, 35
mysqlslap, 390
N
native procedures and functions
Data type functions
PROCEDURE ANALYSE(), 170
Miscellaneous functions
NAME_CONST(), 178
Session functions
SLEEP(), 173
Native procedures and functions, 154
Aggregate functions, 154
AVG(), 155
BIT_AND(), 155
BIT_OR(), 155
COUNT(*), 155
COUNT(expr), 155
GROUP_CONCAT(), 155
MAX(), 156
STDDEV(), 156
SUM(), 156
VARIANCE(), 156
Control flow functions
CASE WHEN, 154
IF(), 154
IFNULL(), 154
NULLIF(), 154
CONVERT(), 170
Data type functions
CAST(), 169
COALESCE(), 170
CONVERT(), 170
ISNULL(), 170
Datetime functions
ADDDATE(), 164, 165
CONVERT_TZ(), 165
CURDATE(), 165
CURRENT_TIME(), 165
CURRENT_TIMESTAMP(), 165
CURTIME(), 165
DATE(), 165
DATE_ADD(), 165
DATE_FORMAT(), 165
DATE_SUB(), 166
DATEDIFF(), 165
DAYNAME(), 166
DAYOFMONTH(), 166
DAYOFWEEK(), 166
DAYOFYEAR(), 166
EXTRACT(), 166
FROM_DAYS(), 166
FROM_UNIXTIME(), 167
GET_FORMAT(), 167
HOUR(), 167
LAST_DAY(), 167

MAKEDATE(), 167
MAKETIME(), 167
MICROSECOND(), 167
MINUTE(), 167
MONTH(), 167
MONTHNAME(), 167
PERIOD_ADD(), 167
PERIOD_DIFF(), 167
QUARTER(), 167
SEC_TO_TIME(), 168
SECOND(), 167
STR_TO_DATE(), 168
SUBDATE(), 168
SUBTIME(), 168
TIME(), 168
TIME_FORMAT(), 168
TIME_TO_SEC(), 168
TIMEDIFF(), 168
TIMESTAMP(), 168
TIMESTAMPADD(), 168
TIMESTAMPDIFF(), 168
TO_DAYS(), 168
TO_SECONDS(), 168
UNIX_TIMESTAMP(), 169
UTC_DATE(), 169
UTC_TIME(), 169
UTC_TIMESTAMP(), 169
WEEK(), 169
WEEKDAY(), 169
YEAR(), 169
YEARWEEK(), 169
En/decoding functions
AES_DECRYPT(), 170
AES_ENCRYPT(), 170
DECODE(), 170
DES_ENCRYPT(), 170
ENCODE(), 170
ENCRYPT(), 170
MD5(), 170
PASSWORD(), 171
SHA(), 171
Miscellaneous functions
BENCHMARK(), 177
DEFAULT(), 177
INET_ATON(), 177
INET_NTOA(), 178
VERSION(), 178
Numeric functions
ABS(), 156
ACOS(), 156
ASIN(), 156
ATAN(), 156
ATAN2(), 156
BIT_COUNT(), 158
CEIL|CEILING(), 156
COS(), 157
COT(), 157
CRC32(), 157
DEGREES(), 157
EXP(), 157
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FLOOR(), 157
GREATEST(), 157
INTERVAL(), 157
LEAST(), 157
LN(), 157
LOG(), 157
LOG10(), 157
LOG2(), 157
MOD(), 157
PI(), 157
POW|POWER(), 158
RADIANS(), 158
RAND(), 158
ROUND(), 158
SIGN(), 158
SIN(), 158
SQRT(), 158
TAN(), 158
TRUNCATE(), 158
OpenGIS functions, 173
for comparing geometry values, 175
for spatial relations, 176
for WKB values, 174
for WKT values, 174
GeometryCollection, 176
LineString, 175
MultiLineString, 176
MultiPolygon, 176
Point, 175
Session functions
CONNECTION_ID(), 172
DATABASE(), 172
FOUND_ROWS(), 172
GET_LOCK(), 173
IS_FREE_LOCK(), 173
IS_USED_LOCK(), 173
LAST_INSERT_ID(), 173
MASTER_POS_WAIT(), 173
RELEASE_LOCK(), 173
ROW_COUNT(), 173
SESSION_USER(), 173
SYSTEM_USER(), 173
USER(), 173
UUID(), 178
String functions
ASCII(), 158
BIN(), 159
BIT_LENGTH(), 159
CHAR(), 159
CHAR[ACTER]_LENGTH|(), 159
COERCIBILITY(), 159
COLLATION(), 159
COMPRESS(), 159
CONCAT(), 159
CONCAT_WS(), 159
CONV(), 159
ELT(), 159
EXPORT_SET(), 160
FIELD(), 160
FIND_IN_SET(), 160
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FORMAT(), 160
HEX(), 160
INSERT(), 160
INSTR(), 160
LCASE|LOWER(), 160
LEFT(), 160
LENGTH(), 160
LIKE...ESCAPE, 160
LOAD_FILE(), 161
LOCATE(), 161
LOWER(), 161
LPAD(), 161
LTRIM(), 161
MAKE_SET(), 161
MATCH(), 161
MID(), 162
OCT(), 162
OCTET_LENGTH(), 160
ORD(), 162
POSITION(), 162
QUOTE(), 162
REGEXP, 162
REPEAT(), 162
REPLACE(), 162
REVERSE(), 163
RIGHT(), 163
RPAD, 163
RTRIM(), 163
SOUNDEX(), 163
SPACE(), 163
STRCMP(), 163
SUBSTRING(), 163
SUBSTRING_INDEX(), 163
TRIM(), 163
UCASE|UPPER(), 164
UNCOMPRESS(), 164
UNCOMPRESSED_LENGTH(), 164
UNHEX(), 164
XML functions, 171
ExtractValue(), 172
UpdateXML(), 172
Native Procedures and functions
String functions
LOWER(), 161
UPPER(), 164
NDB CLUSTER storage engine, 151
Normalisation, 12
1NF, 13
2NF, 13
3NF, 15
4NF, 16
5NF, 17
BCNF, 16
NULL, 7, 11, 52
Number of rows
affected by statement, 173
retrieved by query, 155, 172

Index

O
ODBC, 221
architecture, 221
OLTP and OLAP, 364
OpenGIS
column types, 50
functions, 173
values
INSERTing, 130
UPDATE, 131
Operating systems, 24
Operators
row constructor, 75
P
Partitioning, 152
syntax, 87
PBXT storage engine, 152
Performance_schema storage engine, 42, 152
Perl, 267
and CGI, 268
DBI, 269
connect, 270
desirable refinements, 273
INSERT,UPDATE,DELETE, 272
queries, 269
statement metadata, 275
statement placeholders, 273
installation, 267
web deployment, 268
Web scripts, 271
PHP
array functions, 244
arrays, 243
basics, 240
IIS, 239
installing
under Windows, 237
installing under Linux, 235
laying out projects, 252
master-detail browsing, 266
MySQL functions, 246
Objects, 261
pagination, 264
persistent connections, 248
small project, 252
desirable refinements, 259
small test webapp, 247
states and sessions, 248
string functions, 241
tags, 245
theUsual, 262
phpMyAdmin, 240
Plugins, 192
Point-in-time architecture, 18, 450
PRIMARY KEY, 83
Privilege types, 99
Proxy users, 101

Q
Queries. See SELECT
aggregate functions, 125
aggregates and WHERE, 213
atomic, 193
common, 206
components, 115
CROSS JOIN, 119, 196
design, 193
emulation of FULL OUTER JOIN, 123
equi-joins, 123
EXPLAIN, 127
Floats and rounding, 207
formatting, 196
FROM clause, 196
GROUP BY, 125, 206
HAVING, 126
Indexing hints, 118
INNER JOIN, 198, 199
JOIN conditions vs WHERE conditions, 201
JOINs, 118
last_query_cost, 208
LIMIT, 126
limits, 115
many-many relationships, 205
molecular
and relational algebra, 194
molecular queries, 194
multiple JOINs, 199
NATURAL JOIN, 123
negative JOINs, 199
optimising, 208
covering indexes, 212
EXPLAIN, 210
index caches, 213
LIMIT, 213
Multi-range read optimisation, 215
optimizer_join_cache_level, 215
ORDER BY, 212
ORDER BY, 125
OUTER JOIN, 120, 197
pivot tables, 207
practical, 196
query_cache, 216
row value cnstructors, 124
scoping comparisons, 124
simplifying, 204
STRAIGHT_JOIN, 196
subqueries, 115
correlated, 125
in FROM clause, 200
in WHERE clause, 202
UNION, 128
WHERE clause, 124, 200
Query profiler, 216
R
RAID, 362
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Raw disk partitions, 344
Relations
Codd, EF, 6
Codd's axioms and rules, 6
defined, 5
division, 195
limitations of model, 18
operations, 194
sets, 5
Replication, 353
and server version, 354
and stored routines, 181
BLACKHOLE storage engine, 141
circular, 362
delayed, 353
holding back the master, 359
multi_thread, 362
restarting the slave, 359
row-based, 362
semisynchronous, 361
setup steps, 355
taking a snapshot, 354
Reports, 68
optimising, 217
Requirements modelling, 54
steps, 55
testing the model, 67
tracker database model, 67
Row constructor, 75
S
SAVEPOINT, 138
Security
access roles, 404
authenticating connections, 400
authenticating database requests, 402
configuring, 398
DROP USER, 104
GRANT TABLES, 397
GRANT, REVOKE, 98, 395
KILL, 104
privilege types, 99
REVOKE, 104
SHOW GRANTS,SHOW PRIVILEGES, 106
user accounts, 398
SELECT, 114. See Queries
aggregate functions, 125
components, 115
correlated subqueries, 125
CROSS JOIN, 119
emulation of FULL OUTER JOIN, 123
equi-joins, 123
EXPLAIN, 127
expression, 117
FOR UPDATE, 127
GROUP BY, 125
HAVING, 126
Indexing hints, 118
INNER JOIN, 120
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INTO, 117
JOINs, 118
daisy-chained, 122
LEFT JOIN, 121
LIMIT, 126
limits, 115
NATURAL JOIN, 123
ORDER BY, 125
OUTER JOIN, 120
qualifiers, 116
HIGH_PRIORITY, 117
SQL_CACHE, 116
SQL_CALC_FOUND_ROWS, 116
STRAIGHT_JOIN, 116
row value constructors, 124
scoping comparisons, 124
subqueries, 115
UNION, 128
WHERE, 124
SERIAL, 82
Server upgrades, 31, 39
and grants tables, 38
under Windows, 35
SET NAMES, 77
Sets
operations, 5
relations, 5
theory, 4
SHOW
INDEX, 108
STATUS, 618, 623, 632
TABLE STATUS, 108
SHOW ENGINES, 140
SHOW TRIGGERS, 95
Silent column specification changes, 45, 82
SQL
data control language, 70
data definition language, 69
data manipulation language, 70
data types, 43
MySQL variant of, 70
Statement components, 69
statements, 69
SQL injection, 217, 261
SQL_CALC_FOUND_ROWS, 116
SQLSTATE, 185
Storage engines
and installation packages, 26
ARCHIVE, 140
BDB, 140
BLACKHOLE, 141
CSV, 141
default, 144
Example, 141
FALCON, 141
FEDERATED, 141
InnoDB, 41, 144
ISAM, 144
MARIA, 142
MEMORY (HEAP), 143

Index

MERGE, 144
MyISAM, 144
NDB CLUSTER, 151
PBXT, 152
performance comparisons, 153
Performance_schema, 152
Stored procedures and functions
and replication, 181
backup, 381
bugs, 178
enable calling, 260, 331
naming conventions, 179
overview, 178
privileges, 181
security, 181
shared hosting, 181
Syntax
ALTER PROCEDURE|FUNCTION, 182
BEGIN...END, 183
CALL, 183
CASE...WHEN...END CASE, 189
Control constructs, 188
CREATE FUNCTION, 180
CREATE PROCEDURE, 179
Cursors, 187
DELIMITER, 183
DROP PROCEDURE|FUNCTION, 182
Error conditions andhandlers, 184
IF...THEN...END IF, 188
ITERATE|LEAVE, 191
LOOP...END LOOP, 191
REPEAT...UNTIL...END REPEAT, 190
RESIGNAL, 187
SELECT INTO, 184
SHOW CREATE
PROCEDURE|FUNCTION, 182
SHOW PROCEDURE|FUNCTION
STATUS, 182
SIGNAL, 186
Variables, 184
WHILE...DO...END WHILE, 191
what is not allowed, 181
Structured Query Language. See SQL
Subqueries, 115, 196
Surrogate keys, 10
System variables
scalar, 559
structured, 590
T
Tables
relationships, 66
size limits, 86
Temporary tables, 80
TheUsual
DataGridView
find in, 513
for MySQL and PHP, 234, 395
for MySQL andVisual Studio, 486

for PHP, 262
for SQL Server, 545
TheUsual for MySQL & Visual Studio
methods
TableRows, 494
TheUsual for MySQL & Visual Studio
classes
TheUsualConnection, 492
methods
for query columns, 518
for text columns, 518
IdName, 494
QueryResult, 502
ScalarQueryResult, 493
TheUsual for MySQL and Visual Studio
class layout, 488
classes, 489
events, 544
methods
ColumnType, 494
databases, 501
ExecuteNonQuery, 495
for queries, 519
MustQuoteValue, 495
TableColumnCount, 494
Threads
manager, 192
pooling, 76
Time
Basic Concepts, 444
bitemporal tables, 474
modifying, 476
queries, 482
direct TTV, 473
modifying state tables, 462
MySQL Limitations, 445
partitioning, 462
queries, 454
referential integrity, 451
Row duplication, 447
sequenced temporal modifications, 465
Test schemas, 445
tracking logs, 469
transaction time validity, 469, 471
time validity, 450
Time zones, 39
TIMESTAMP, 49, 50
TIMESTAMP
and CREATE TABLE, 82
Tomcat, 278
Transactions
isolation level, 138
syntax, 137
XA, 138
Triggers, 93
SHOW CREATE TRIGGER, 94
U
UNIQUE KEY, 83
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Updates
optimising, 217
User variable, 76
V
Visual Studio
and SQL Server, 545
BindingSource
AddNew, 538
buttons, 509
C#
data types, 494, 521
get/set syntax, 500
ComboBox, 501, 504
context menu, 536
create a project, 489
DataGridView
add tooltips, 516
cache class, 530
context menu, 536
DataRetriever class, 528
just-in-time, 528
paging, 506
set cursor, 533
Tag, 537
DataGridView.Sorted, 524
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DataRelation, 527
error message method, 516
ListView, 540
dynamic width, 541
login form, 496
partial class, 488
registry read, write, 499
tags, 526
TextEditor class, 510
TheUsual
install and run, 556
toolstrip, 506
tooltips, 516
W
Web Matrix, 315
X
XAMPP, 234
Z
ZEROFILL, 82
Zeroth row, 11

